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Assessing the jobless recovery

Daniel Aaronson, Ellen R. Rissman, and Daniel G Sullivan

Introduction and summary
By all measures, employment growth since the reces
sion that ended in November 2001 has been surprising
ly weak. But exactly how weak and why have been 
the subjects of much discussion. In this article, we re
view the evidence on recent employment trends, pro
vide some new evidence on the role of self-employment, 
and offer some thoughts on the strengths and weak
nesses of several proposed explanations of the causes 
of what many have called a jobless recovery.

Differing estimates of employment growth from 
the Bureau of Labor Statistics’ (BLS) two monthly 
surveys have led to some controversy over exactly 
how weak the labor market has been over the last few 
years, with the survey of households suggesting some
what more upbeat labor market conditions than the 
survey of business establishments. In order to under
stand the differences in the estimates of employment 
growth, it is helpful to first adjust for the fact that the 
two surveys differ in the employment concept they 
are attempting to estimate. The biggest such difference 
is that the household survey attempts to measure the 
number of unincorporated self-employed workers, 
while the payroll survey does not. Because self-employ
ment has been growing in recent years, this difference 
in coverage accounts for a portion of the difference 
in employment growth estimates.

Some analysts have pointed to the growth of 
self-employment as a hopeful sign of increased entre
preneurial activity. Undoubtedly, many of the newly 
self-employed are entrepreneurs who will be signifi
cant employers in the future. But, we suggest that for 
some, self-employment is likely a temporary status, 
which they will quickly relinquish when labor mar
ket conditions improve. This seems especially likely 
in the case of those self-employed individuals who 
have not incorporated their businesses.

To better understand the nature of the increase in 
self-employment, we study its relationship with unem
ployment. Looking across states, as well as over time, 
we find that higher unemployment rates tend to imply 
higher rates of unincorporated self-employment. More
over, when we use our estimates to predict by how 
much self-employment should have risen given trends 
in unemployment over the last few years, the results 
explain a good part of the observed increase since the 
end of the last expansion. Therefore, this share of the 
increase in self-employment is likely a reflection of 
the weak labor market conditions of the last three years.

Even after subtracting the number of unincorporated 
self-employed workers and making other adjustments 
to align the household survey estimate of employment 
with the employment concept of the payroll survey, 
significant differences remain in recent employment 
growth estimates. Much of this gap is due to a sizable 
difference in employment counts that developed be
tween 1998 and 2002 that has since receded. Therefore, 
interpreting recent growth rates, say during the re
covery, depends very much on which survey we be
lieve is more accurate. As we discuss in detail below, 
each survey measure has some potential weaknesses.

In the case of the payroll data, the most significant 
potential source of error is likely in estimates of the 
difference between employment in newly opened and 
newly closed establishments. For such estimates, the 
BLS is forced to rely on a statistical model rather than 
hard data. However, the BLS has benchmarked the 
payroll survey estimates to a nearly full count of paid
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employment through March 2003. Thus, if there is a 
pickup in employment that has been missed by the 
payroll survey, it has occurred in the last year.

In the case of the household data, the biggest po
tential source of error is likely in the estimates of the 
population by which the survey’s estimates of the em
ployment-population ratio are multiplied. Unmeasured 
flows of immigrants can seriously bias such estimates 
of the population, and lead to corresponding biases in 
estimates of total employment. As we discuss, this 
latter problem is probably more serious. For this and 
other reasons discussed below, we put 
greater faith in the payroll survey.

This article concludes by reviewing 
a list of explanations that analysts have 
given for the jobless recovery. These in
clude the possibility of an increased need 
for sectoral labor reallocation, the emer
gence of just-in-time hiring practices, the 
rising cost of health care benefits, a fall 
in labor supply, and the failure of aggre
gate demand to keep pace with more rap
id productivity growth. The evidence in 
support of the various theories is quite 
meager. We offer some highly specula
tive thoughts on their strengths and weak
nesses, arguing that sectoral reallocation, 
health insurance costs, and falling labor 
supply are unlikely to be major culprits, 
but that just-in-time hiring and inadequate 
aggregate demand likely have played 
a larger role in the weak hiring trends.

Ultimately, however, we are forced to 
conclude that it is not yet clear what forc
es have kept employment from growing 
more robustly in the last two years.

Employment trends

Figure 1 plots the level of payroll 
employment since 1960. The shaded bars 
identify recession periods as defined by 
the National Bureau of Economic Research 
(NBER). For example, the NBER believes 
the most recent recession began (the peak) 
in March 2001 and ended (the trough) in 
November 2001.1 For the vast majority 
of these 43 years, payroll employment is 
a coincident indicator of economic activ
ity, falling when the economy is contract
ing (shaded areas) and rising when the 
economy is expanding (nonshaded areas).

To show this cyclical feature more 
clearly, figure 2 charts employment during 

the 12 months before and the 28 months after cyclical 
troughs. The T refers to the month of the cycle trough. 
Months prior to the end of the recession (including 
the recession itself) are represented by the negative 
numbers to the left of the T, and months after the end 
of the recession (“the recovery”) are represented by 
the positive numbers to the right of the T. For example, 
month 12 is the twelfth month into the recovery where
as month -12 is the twelfth month before the end of 
the recession. Employment levels are given relative 
to the value at the trough.

Federal Reserve Bank of Chicago 3



The light orange line in figure 2 gives the average 
path of employment during the five recessions and 
recoveries of the 1960s, 1970s, and 1980s. Contrary 
to recent experience, employment began growing 
almost immediately after the end of these recessions.2 
Twenty-six months into the recovery, where we stand 
as of this writing, employment was, on average, 5.4 
percent higher than the trough month and 3.6 percent 
higher than the previous expansion’s employment peak.

However, following the 1990-91 recession (rep
resented by the dark orange line), employment con
tinued to fall. It was 14 months into the recovery before 
employment returned to the level of the trough and 
an additional nine months before it exceeded the pre
vious expansion’s employment peak. As of January 
2004, 26 months into this recovery (the black line in 
figure 2), the economy has yet to reach the employment 
level of the November 2001 trough and is almost 2 
percent or 2.4 million jobs below the March 2001 
employment peak.

An even gloomier picture emerges for total hours 
worked. The average workweek, at least for the 80 per
cent of the work force that the BLS labels production 
or nonsupervisory workers, has been slow to recover 
relative to previous recoveries. 3 The index of total pro
duction worker hours is 1.7 percent below the level 
reached at the cycle trough and 4.9 percent below the 
previous expansion’s production-hours peak. By com
parison, in the cycles during the 1960s, 1970s, and 
1980s, after 26 months, production worker hours aver
aged a gain of 6.0 percent relative to the cycle trough 
and 0.8 percent relative to the previous expansion’s peak.

Over the last year, a number of analysts have ques
tioned whether the recent employment performance 
has actually been as bad as is indicated in figure 2.4 
The employment numbers in that figure are from the 
Current Employment Statistics data (often referred to 
as the establishment or payroll survey), a large, nation
ally representative monthly survey of roughly 160,000 
businesses and government agencies covering 400,000 
establishments. Two important and related measurement 
issues in the payroll survey may be of particular im
portance around economic turning points.

First, the survey may be slow picking up job growth 
due to unusual levels of firm entry and exit. This is 
not to say that the BLS ignores firm births and deaths. 
However, at least until final data revisions are com
plete, the BLS uses a statistical model to estimate net 
job changes due to firm entry and exit. It is certainly 
possible that these statistical relationships are inaccu
rate over short periods, particularly when births or 
deaths deviate from historical averages. Second, be
cause the survey only counts paid employees, it does

not count unpaid workers, unpaid family workers, and 
proprietors who own unincorporated businesses. We 
discuss this measurement issue in much more detail 
below. For now, we note that so long as this is a prob
lem, the payroll survey could understate employment 
growth during recoveries by missing the acceleration 
of business openings, particularly unincorporated 
concerns, as business conditions improve.

Those skeptical of the accuracy of the payroll sur
vey note that there is an alternative data source: the 
monthly survey of households (the household or Cur
rent Population Survey), a nationally representative 
sample of 60,000 households that is the basis for the 
monthly unemployment rate. The household survey 
may be more timely in accounting for business births 
and deaths because it simply asks household members 
whether they are employed in a given month. There 
is no need to find and measure new employers. Fur
thermore, since the household survey counts all non- 
institutionalized persons, there is less concern that it 
will miss subgroups of workers that are not considered 
paid employees.

However, these two surveys are fundamentally 
different instruments and consequently many survey 
concepts, including the very definitions of who and 
what are being counted, differ. The household survey 
is a more inclusive count of employment, including a 
number of categories of workers—agricultural, private 
household workers, owners of unincorporated business
es, unpaid family business employees, or those on 
unpaid leave of absence (for example, maternity leave)— 
that are excluded from the payroll counts.5 Furthermore, 
what is actually being tallied differs. The household 
survey counts the number of people employed, while 
the payroll survey counts the number of jobs occupied. 
Thus, in the payroll survey, multiple jobholders are 
counted for each job they hold.

The quantitative importance of these distinctions 
is shown in figure 3, which plots the level of employ
ment reported by the household (dark orange line) and 
payroll survey (black line).6 The reported level of em
ployment in the surveys has deviated from 4.5 million 
to 10.5 million over the last ten years, with the gap 
varying to some degree over the business cycle.

Fortunately, it is relatively straightforward to ad
just for the majority of the surveys’ conceptual differ
ences. The light orange line in figure 3 is one such 
attempt by the BLS.7 This series adjusts the household 
survey count to be consistent with the coverage and con
cepts (jobs rather than people at work) in the payroll 
survey. Once such adjustments are made, the surveys 
match quite closely from 1994 to 1998, at which 
point the payroll survey began to grow substantially
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faster than the household survey. This process reversed 
around 2002 to the point where, as of January 2004, 
the adjusted household survey’s jobs count is higher, 
albeit by less than half a million workers or 0.4 per
cent of total employment.

Figure 4 shows the growth in jobs recorded by 
the two surveys since the NBER trough in November 
2001. At that time, a fairly substantial gap of roughly 
1.9 million jobs, favoring the payroll survey, was al
ready in place. Since then, the adjusted household 
survey has made up all of this ground
and more, recording almost 2.4 million 
or 1.8 percent more jobs than the payroll 
survey through January 2004. Household 
employment, unadjusted for payroll sur
vey coverage and concepts, surpassed the 
November 2001 NBER trough level 
within six months; the adjusted series 
reached this goal even quicker. Accord
ingly, some have argued that the worst of 
the labor market news is a figment of the 
payroll data.

That is not to say that growth in the 
household survey has been especially 
strong either. Through January 2004, 
household employment had grown 1.6 
percent (unadjusted, 1.3 percent) during 
this recovery, well below the typically 
robust growth rates of the 1960-80s re
coveries. Indeed, it is even below the 
substandard performance recorded in the 
early 1990s jobless recovery, when the 
payroll and unadjusted household surveys

recorded roughly 1.8 percent and 2.5 per
cent gains, respectively, through an equiv
alent period.

Although both surveys are useful in
dicators of current labor market condi
tions, there are reasons to de-emphasize, 
although not completely discount, the 
household survey estimate of employ
ment. The payroll survey is much larger,8 
covers a far higher fraction of employ
ment, and is benchmarked to a universe 
count of jobs from the unemployment in
surance (UI) records once a year, albeit 
with a lag.9 This benchmarking implies 
that the payroll survey represents a full 
population of paid employees. The last 
such benchmarking, reported in January 
2004 and covering data through March 
2003, showed little adjustment to the 
jobs picture was necessary, suggesting 

that the BLS’s statistical model of firm births and 
deaths was fairly accurate.

Furthermore, the household survey has its own mea
surement issues. In particular, as detailed in Nardone 
et al. (2003), household employment growth may have 
been overstated during the early 2000s. Aggregate 
household employment growth is derived from two 
statistics—the fraction of people employed (the em
ployment-population ratio) and the population level. 
The former is estimated directly from the household 
survey. Population is enumerated only every ten
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years in the U.S. population census and, therefore, must 
be estimated in intervening years. These estimates 
can be subject to substantial measurement error. More
over, the importance of the population estimates is 
particularly acute for a discussion of recent survey 
accuracy because the household employment-popu
lation ratio has been falling since 2001. Therefore, 
the entire increase in the household survey’s employ
ment count is due to estimated population growth.

So why might the population estimates be off? The 
methodology used to produce population estimates for 
years between the decennial censuses does not account 
for the state of the economy. However, it is likely that 
when U.S. labor market conditions are weak (relative 
to conditions in home countries), fewer immigrants 
will enter or remain in the country.10 Consequently, 
estimated population growth may be too high when 
U.S. labor market conditions are tepid. This causes 
the household survey’s estimate of employment growth 
to be too high as well. Furthermore, overestimation 
of the population may have been exacerbated by the 
failure to account for reductions in immigration due 
to the restrictions imposed after September 11, 2001.11 
In fact, as displayed in figure 5, the January 2004 em
ployment release reports a downward adjustment to 
population of 348,000, by far the largest of its kind 
in post World War II data, based on revised estimates 
of net international migration. Until the next full cen
sus count in 2010, it is hard to gauge whether the 
problem has been completely fixed.

Interestingly, the large spike in January 2000 
represents the opposite dynamic resulting from the 
strong economy in the late 1990s. Then, low unem
ployment rates likely led to there being 
more workers in the country than was ex
pected based on population projections.
Consequently, household employment 
estimates grew significantly slower than 
payroll, a bias that was only corrected by 
the full 2000 Census population count.12

The recent increase in self- 
employment

The adjusted household series in 
figures 3 and 4 are computed in a way 
that mimics the payroll survey’s cover
age. Consequently, changes in self-em
ployment are overlooked. However, 
self-employment, and in particular its re
cent rise, is a feature of the household 
survey that has received considerable atten
tion recently. In particular, a growing num
ber of commentators have pointed to the

spread of self-employment as a sign of surging entre
preneurship and, consequently, an indication of a 
healthy labor market and economy.13

Table 1 gives some indication of the size of this 
recent increase, and figure 6 charts self-employment 
rates in a longer historical context. As the recession 
began at the end the first quarter of 2001, roughly 9.2 
million people, or 6.8 percent of nonfarm workers, 
reported themselves self-employed in nonfarm sector 
businesses.14 This figure fell to 8.9 million, or just un
der 6.7 percent of the nonfarm work force, by the end 
of the recession and continued to fall to 8.7 million 
or 6.5 percent of the nonfarm work force during the 
first quarter of 2002, before rising to 9.5 million, or 
roughly 7 percent of the nonfarm work force, by the 
end of 2003. Since the beginning of the recession, the 
increase in self-employment has been a rather modest 
one-quarter of a million workers or 0.14 percentage 
points on the self-employment rate. Measured from 
different points, however, the increase looks more sig
nificant. For example, since the end of the recession, 
over one-half million workers have, on net, become 
self-employed, increasing the self-employment rate 
by 0.31 percentage points. And from its recent quar
terly low in early 2002, over 800,000 more workers 
have become self-employed, raising the self-employ
ment rate by about 0.49 percentage points.

To evaluate whether this increase is a sign of labor 
market strength, we compare the actual increases with 
what might be predicted based on a simple statistical 
model of past relationships between the self-employ
ment rate and a measure of labor market conditions. This 
approach is described more formally in Rissman (2003).

Civilian noninstitutional population, age 16+
FIGURE 5
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TABLE 1

Self-employment during this recovery

Selected dates

Number of 
self-employed 
(thousands)

Self-employment 
as share of nonfarm 
payroll employment

2001:Ql
(end of last expansion) 9,245 6.84

2001:Q4
(end of recession) 8,926 6.67

2002:Ql
(self-employment reached low) 8,665 6.49

2003:Q4 9,493 6.98

In that paper, the decision to become self-employed 
is modeled when self-employment is a low-paying 
alternative to wage work. Workers are either employed 
in wage work, unemployed, or self-employed and look
ing for wage work. Workers shift from unemployment 
into self-employment if the expected return to job search 
from self-employment exceeds the expected return to 
job search while unemployed. Rissman argues that 
self-employment is countercyclical. During a cyclical 
downturn, the likelihood of being laid off rises and the 
probability of generating a job offer falls. In contrast, 
the return to searching from self-employment remains 
relatively unaffected. Consequently, in evaluating the 
two alternatives of 1) searching from unemployment, 
and 2) establishing a business while continuing to 
search, the latter option of self-employment becomes 
relatively more attractive when the economy is weak. 
Consistent with this hypothesis, for males aged 21 
years or older, Rissman finds that increas
es in local unemployment rates are associ
ated with increases in self-employment.15

As we show below, the household 
survey itself shows a similar general
pattern. Historically, many of these busi
nesses form during weaker labor markets, 
when wage and salary jobs are scarce, 
and subsequently disappear as labor mar
ket conditions improve. Therefore, if this 
historical pattern plays out again, a good 
part of the recent rise in self-employment 
could be reversed when labor market con
ditions improve.

The cyclicality of self-employment
This section provides evidence on the

extent to which self-employment is cycli
cal. We derive these estimates from the 
household survey, which as previously

noted is a representative sample of ap
proximately 60,000 households. Partici
pating households are surveyed for four 
months, left out of the sample survey for 
eight months, and finally surveyed again 
for four additional months. Those house
holds in the fourth and eighth months of 
their participation are known as the out
going rotation groups (ORGs), and we 
use them in these calculations. A major 
advantage of the ORGs files, relative to 
other household-based samples like the 
Panel Study of Income Dynamics or the 
National Longitudinal Surveys, is the 
large sample sizes, comprising roughly 

180,000 households per year.16 However, the data 
only go back to 1979, a relatively short period to 
evaluate. We end our analysis at the first quarter of 
2001, the end of the last expansion.

In order to evaluate the relationship between self- 
employment and labor market conditions, we com
pute quarterly local area measures of self-employment 
and unemployment rates back to 1979. Our geograph
ic boundary is the state, although we check the robust
ness of our results to using cities, or more specifically 
metropolitan statistical areas (MSAs), as well. Employ
ing local measures of the key variables introduces sig
nificantly more degrees of freedom to our estimation, 
relative to a simple time series, by taking advantage 
of different cyclical conditions across the country.

The actual regression that we run is:

1) Sit= a + R,+ 5T + ir +v + v.
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where S.t and U.t are the log self-employment and un
employment rates for state i at time t, T references the 
quarters elapsed since 1979, e. is a state-specific error 
term, and e is a normal disturbance term that is inde- 
pendent of the other control variables.17 We include 
quarterly dummies to account for any seasonal patterns 
in the self-employment rate. We eliminate the state- 
specific error term, £., by including state fixed effects. 
State fixed effects account for any time-invariant un
observed characteristic of the area, in this case includ
ing laws or customs related to state differentials in 
self-employment incentives or ease of business incor
poration. We use the remaining variation, how changes 
in the state unemployment rates covary with changes 
in state self-employment rates, to identify the cycli
cality of self-employment.

Finally, we perform a number of specification 
checks on equation 1. Two are particularly relevant. 
First, in this particular example, secular trends in self- 
employment are captured by a national time trend.18 
However, it is reasonable to imagine that this secular 
trend is heterogeneous, related to changes in state 
laws, economic conditions, or local customs. There
fore, we also estimate a version of equation 1, in which 
T and T2 are interacted with the state dummies, allow
ing each state to have its own time trend.

Second, obviously not all small businesses are 
alike. This heterogeneity prompts one to wonder 
whether it is high or low quality firms that tend to open 
during booms and busts and whether this matters in 
thinking about how to analyze the recent run-up in 
self-employment. Unfortunately, we do not have fi
nancial measures of firm quality in the household 
survey. Instead, we use an alternative proxy of quality: 
whether the business is incorporated. This stratification 
has a second, important advantage. Since the payroll 
survey includes incorporated but not unincorporated 
firms, it is useful to know any distinctions between 
how the two groups react to the business cycle.

Why do we link incorporation status with firm 
quality? The main reason is that the cost, both in terms 
of the entrepreneur’s time and the direct outlays re
quired to form and dissolve a corporation, is likely to 
discourage businesses with an expected short window. 
Granted, the direct outlays, which vary from state to 
state and depend upon whether the newly formed en
tity is a corporation or limited liability corporation, 
are not large. For example, in Illinois, various web
sites offer to incorporate an Illinois business for under 
$500.19 But combined with the potentially substantial 
cost of the entrepreneur’s time in the process, this 
may be large enough to discourage incorporation for

those with lower expected success.20 One would also 
expect that the main advantages of incorporation— 
personal financial protection to investors, officers, and 
directors through limited liability—are likely to be 
more important among larger, high asset businesses.21

Table 2 provides estimates of the cyclicality of the 
self-employment rate, broken down by incorporation 
status. Results from two general specifications are re
ported in the first and second row. The first uses a na
tional time trend and the second allows each state to 
follow its own time trend. Each cell contains two num
bers, the impact of a 10 percent increase in the unem
ployment rate (the elasticity 3x10) and, in parentheses, 
the standard error attached to that point estimate.

Under the two columns labeled “Total self-em
ployed,” we report results when all self-employed work
ers, regardless of incorporation status, are evaluated. 
The first column uses weighted least squares (weighted 
by the size of the state’s labor force) with Huber-White 
and state cluster-corrected standard errors. The second 
column uses a biweight robust regression technique 
that we prefer for its high degree of efficiency in the 
face of the kind of heavy-tailed data that we employ 
here. For the most part, the results are robust to differ
ent specifications and estimation techniques: A 10 per
cent increase in the local unemployment rate increases 
the local self-employment rate by about 0.1 percent 
to 0.2 percent, although none of the estimates are sta
tistically significant at standard significance levels.

However, as we see in the next four columns, the 
legal type of business matters a great deal. These col
umns stratify the self-employed into those that own in
corporated and unincorporated businesses. In general, 
we find that there is a statistically and economically 
important cyclical effect on unincorporated business
es but not on incorporated ones. A 10 percent increase 
in the state unemployment rate increases the state un
incorporated self-employment rate by 0.2 percent to 
0.3 percent. However, there is no discernable effect 
on the state’s incorporated self-employment rate.22

What does this imply about the aggregate increase 
in self-employment over the last two years? The last 
two columns of table 2 provide an answer. From the 
beginning of the last recession until the end of 2003, 
the unemployment rate increased from 4.2 percentage 
points to 5.9 percentage points or just over 40 percent.23 
Based on the estimates reported in table 2, we would 
expect that such an increase in the unemployment rate 
would increase the unincorporated self-employment 
rate but not the incorporated rate, causing the total self- 
employment rate to rise by roughly 0.05 percentage 
points from its early 2001 level.24 This encompasses 
over one-third of the 0.14 percentage point increase
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TABLE 2

Cyclicality of self-employment

Predicted
percentage point 
increase in total

Impact of 10% increase in the unemployment rate self-employment rate,

Total self-employed Incorporated Unincorporated (actual = 0.14)

Time trend WLS Robust WLS Robust WLS Robust WLS Robust

State-specific 0.24 0.12 0.18 0.13 0.28 0.17 0.05 0.03
(0.14) (0.08) (0.20) (0.16) (0.15) (0.09)

National 0.14 0.12 -0.45 -0.19 0.37 0.29 0.07 0.05
(0.17) (0.08) (0.24) (0.16) (0.21) (0.09)

Notes: These estimates are 3 (or standard error) x 10. WLS regressions are weighted by state labor force size. Standard errors 
(in parentheses) are Huber-White and corrected for state clustering. Robust regressions are based on the rreg algorithm described 
in StataCorp (2001). Sample used is nonfarm workers aged 16 and over in the Current Population Survey, 1979 to first quarter 
of 2001. Observations are aggregated to the state level.

that we have seen since the first quarter of 2001. To 
be clear, these predicted effects evaluate the growth 
of self-employment since the beginning of the reces
sion. The model has much less success in forecasting 
the large decline and offsetting increase (see table 1) 
in the intervening period.

Furthermore, given the time it takes to open a 
new business, there is reason to believe that the rela
tionship between labor market conditions and the self- 
employment decision is not contemporaneous, as we 
have assumed thus far. Rather, it is some combination 
of past labor market conditions that matter. Consequent
ly, we reestimated equation 1 but included four quar
ters of lagged unemployment rates on the right hand 
side. Table 3 reports the sum of these coefficients (in
cluding the contemporaneous estimates) and the re
sulting prediction for unincorporated self-employment.

Here, we find the magnitude of the cyclicality of 
self-employment to be about double that 
reported in table 2. For example, a 10 
percent increase in the state unemploy
ment rate increases the state unincorpo
rated self-employment rate by 0.4 
percent to 0.7 percent, compared with 
0.2 percent to 0.3 percent when lagged 
effects are not included. Again, assuming 
no effect on incorporated firms, a 40 
percent increase in the unemployment 
rate would imply a 0.08 percentage point 
to 0.13 percentage point increase in the 
self-employment rate, explaining almost 
all of the small 0.14 percentage point 
gain that has occurred since early 2001.

These results suggest that a sizable portion of the 
rise in the self-employment rate since the beginning of 
the recession is likely related to unincorporated firms 
surfacing during weak economic times. Many of these 
new businesses are likely to disappear when the wage 
and salary sector improves.

What caused the jobless recovery?

Why has employment failed to grow more vigor
ously the last two years? Analysts have suggested many 
theories. These include the possibility of an increased 
need for sectoral labor reallocation, the emergence of 
just-in-time hiring practices, the rising cost of health 
care benefits, a fall in labor supply, and the failure of 
aggregate demand to keep pace with more rapid pro
ductivity growth. In this section, we briefly review 
these theories and offer a few, very speculative ob
servations on their strengths and weaknesses.

TABLE 3

Cyclicality of unincorporated self-employment 
(includes four-quarter lag in state unemployment rate)

Predicted percentage 
point increase in total

Impact of 10% increase 
in the unemployment rate: 

Sum of coefficients

self-employment rate, 
2001:Ql to 2003:Q4 

(actual = 0.14)

Time trend WLS Robust WLS Robust

State-specific 0.47
(0.30)

0.42
(0.25)

0.09 0.08

National 0.61
(0.48)

0.68
(0.26)

0.11 0.13

Notes: Standard errors in parenthesis. See table 2 for more detail.
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Sectoral labor reallocation
One frequently mentioned explanation for the job

less recovery is that there is currently an unusually 
great need to reallocate labor resources across sectors 
of the economy. The movement of large numbers of 
workers from one sector to another can be necessitat
ed by changes in trade patterns, shifts in product de
mand, productivity growth, and other factors. Such 
movement is a normal feature of a dynamic economy 
in which some firms contract or close, while others 
expand or open. Indeed, the reallocation of labor from 
less to more productive uses is an important source 
of overall productivity gains in the economy and, thus, 
of rising living standards. However, because it frequent
ly takes substantial time for displaced workers to find 
new employers, these long-term benefits often impose 
substantial short-term costs. This is especially true if 
jobless workers need to be retrained to acquire the skills 
that growing employers seek. Thus, if the pace of sec
toral reallocation had recently risen, the result would 
be a temporary increase in the natural rate of unem
ployment and a temporary fall in employment growth.25

Many analysts claim a link between the disap
pointing employment growth of the last two years 
and international trade. Especially great attention has 
been focused on the new possibilities for “offshoring” 
service jobs to countries such as China and India, fa
cilitated by the Internet. We interpret such claims as 
contending that offshoring has forced an abnormally 
large number of workers to make major career changes 
and that the increased need for employment transitions 
has temporarily reduced employment growth.

Further, some commentators suggest that offshor
ing permanently lowers U.S. employment. However, 
this view underestimates the ability of our economy 
to adjust to changing circumstances. New jobs are con
stantly being created to replace those that disappear. 
If necessary, wages adjust over time to ensure that 
the growth of employment closely matches the growth 
of the labor force. History makes it clear that increased 
foreign trade is no permanent barrier to employment 
growth. Indeed, over the last several decades there have 
been continuing concerns about job losses from the 
U.S., first to Japan, then to Korea, Taiwan, and South 
East Asia, and more recently to Mexico. All the 
while, however, U.S. employment has continued to grow.

To say that the effects of increased trade are tem
porary, however, is not to say that they are unimportant. 
New trade patterns could force many workers to make 
significant career changes, increasing the need for costly 
job search and retraining.26 The same is true of reallo
cation caused by shifts in relative product demand or 
differences across industries in rates of productivity

growth. A large enough increase in sectoral labor re
allocation, whether due to increased trade or other 
reasons, could explain the weak employment growth 
of the last two years.

But, has there been a major increase in reallocation? 
We are skeptical. The most frequently cited evidence 
of such an increase is contained in a recent article by 
Groshen and Potter (2003). On the basis of an analy
sis of industry-level employment data, they conclude 
that the need for workers to shift to new jobs “largely 
explains why the payroll numbers have been so slow 
to rise.” However in Aaronson, Rissman, and Sullivan 
(2004), our other article in this issue, we argue that the 
statistic proposed by Groshen and Potter is unlikely 
to be a good proxy for the extent of reallocation. More
over, when we compute a measure based on Rissman 
(1997), which better captures the need for reallocation 
across industries, we find that reallocation rose less dur
ing the last two recessions than in previous downturns 
and that once the recent recessions ended, reallocation 
returned relatively quickly to low levels. In essence, 
we find that employment shares by industry are rela
tively stable and that what shifts we do see are typical 
of the patterns usually observed when overall labor 
market conditions have been weak. Thus, we do not 
think that the need to reallocate workers across indus
tries is a likely explanation of the jobless recovery.

Our findings in Aaronson, Rissman, and Sullivan 
(2004) indicate that the need to reallocate workers across 
industries has not been unusually great. However, our 
results do not necessarily rule out an increase in other 
forms of sectoral reallocation, such as those in which 
workers are forced to change occupations or geographic 
regions. However, as we also discuss in Aaronson, 
Rissman, and Sullivan (2004), there is some evidence 
that overall rates of job destruction and job creation 
are both at low levels, which seems inconsistent with 
a major role for any form of labor reallocation. Thus, 
we are skeptical that any form of sectoral reallocation 
provides the explanation for the jobless recovery. 

Just-in-time hiring
We are more sympathetic to the theory that the 

employment practices some are calling just-in-time 
hiring have played a role in restraining employment 
growth since the end of the recession. To understand 
this theory, consider the staffing decisions of a firm that 
expects, but is not sure, that demand for its product is 
about to increase. Initially, bringing on new workers 
takes significant time and expense to find, screen, 
and deploy. In addition, once new workers are hired, 
they are expensive to let go, perhaps because of the 
possibility of lawsuits. The firm faces a tough choice.
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On the one hand, if it increases its employment and 
perhaps builds inventories, but demand turns out to 
be weak, then high payroll costs will mean poor profits. 
On the other hand, if the firm maintains its current level 
of employment but demand picks up, then it may ini
tially be unable to increase production in line with 
orders. By the time it has increased employment, it 
may have missed making some profitable sales. Firms 
will deal with this tradeoff in various ways, but at 
least some are likely to hire workers in anticipation 
of increasing demand.

Now suppose that new institutions allow the firm 
to bring on additional workers on very short notice. 
Moreover, the workers it brings on can be dismissed 
on equally short notice. This new institution makes 
the firm’s choice much easier. It can wait to see whether 
demand picks up and, if it does, summon additional 
workers to increase production. It doesn’t have to worry 
about having unneeded workers on its payrolls or be
ing unable to fill new orders. Given the new option, 
fewer firms are likely to hire workers and begin to 
build inventories before they can verify the increase 
in demand.

To a significant extent, such new hiring institutions 
have emerged over the period of the two jobless re
coveries. The most obvious example is the temporary 
services industry. When the economy was recovering 
from the recessions of the early 1980s, this industry 
was still very small and mainly dedicated to provid
ing clerical workers to fill vacancies created by tem
porary absences of clients’ regular employees.27 Since 
then, the industry has grown very rapidly as can be 
seen in panel A of figure 7 overleaf. At its peak in 
2000, it accounted for 2 percent of nonfarm payroll 
employment.28 Furthermore, the nature of the workers 
the industry provides to client firms has changed. It 
now provides many more light industrial, call center, 
and technical workers than in the mid-1980s.29 In ad
dition, temporary service workers are now sometimes 
the majority of workers at a client’s establishment. Thus, 
this industry’s role has expanded from one of helping 
clients deal with short employee absences to one of 
allowing them to vary the scale of their operation.

The temporary services industry is not the only 
one adding flexibility to firms’ staffing levels. Another 
example is management and technical consulting. 
Consultants can quickly be deployed to a firm need
ing increased access to specialized skills. As panel B 
of figure 7 shows, this industry has also grown rapidly 
in recent years.

In addition to the growth of industries that direct
ly provide labor services, a number of other develop
ments have likely made it easier for firms to hire new

workers quickly. These include fax machines and the 
Internet, which can speed up the process of screening 
potential hires, as well as new firms that match employ
ers and employees and maintain enormous files of 
potential job candidates.30 All together, these new de
velopments may reduce hiring costs and make it 
more feasible for firms to hire workers “just in time” 
to perform needed tasks.

The increase in the flexibility of firms’ hiring de
cisions is at least consistent with more sluggish employ
ment growth at the beginning of business expansions. 
Such periods are characterized by much more than 
the usual degree of uncertainty. Indeed, it is often not 
clear how strong and broad a pickup in economic ac
tivity is. It may not even be clear that a pickup actu
ally has started or if there is a significant chance of a 
“double dip” recession. So, it is natural for firms to 
be cautious. In the absence of the new hiring institu
tions, the fear of getting caught with a large work force 
and few orders often may be less than the fear of not 
having enough workers to meet rising demand. So firms 
may tend to hire and build inventories in anticipation 
of demand. However, with confidence that they can 
increase employment rapidly when needed or with the 
temporary services industry as a backup, firms may 
be more likely to wait to hire until demand is definite
ly strong. We cannot claim that the evidence linking 
the growth of flexible employment options to the job
less recoveries is extremely strong, but the timing is 
right and it agrees with at least some anecdotal evidence.

This argument for just-in-time hiring institutions 
having contributed to sluggish employment growth 
at the beginning of expansions does not necessarily 
imply that there must be a major increase in temporary 
services employment during these periods. It is the 
option value that temps provide to firms that restrains 
hiring that might otherwise have taken place in antic
ipation of demand growth. However, under this theo
ry, if temporary services hiring picks up, it is likely 
to signal a pickup in overall hiring some time later. 
And, in fact, Segal and Sullivan (1997a) and others 
have shown that temporary services employment is 
a leading indicator for overall employment growth.

Panels C and D of figure 7 show how employ
ment in the temporary and management and technical 
consulting services industries has grown over the last 
two recovery periods. In 1991, temp employment was 
flat for approximately half a year after the trough, but 
then began to grow very steadily. This takeoff was six 
to nine months before that of overall employment. After 
the most recent recession, temporary employment 
started to grow after a few months, but then fell back, 
and did not start increasing in a significant way until
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the summer of 2003. If the lag between the start of its 
growth and that of overall employment growth matched 
that of the previous cyclical episode, the jobs figures 
should have begun improving around the beginning 
of 2004. The March employment report indicates im
provement and the relatively robust growth of temporary 
services jobs is one reason for at least modest optimism 
going forward.

Health care costs
Another prominent theory is that increases in health 

care costs have played a significant role in restraining 
employment growth.31 There seem to be two versions 
of this theory. One emphasizes that rapid growth in 
health care premium costs may have temporarily raised 
total employment costs above equilibrium levels, 
thus reducing labor demand. The other emphasizes

the increase in the importance of costs that are fixed 
per worker, independent of hours worked or salary 
level. Such costs can lead employers to reduce employ
ment by requiring existing employees to work longer 
hours or by employing fewer, more highly skilled workers.

Figure 8 shows the rate of increase in health care 
costs relative to the overall personal consumption expendi
tures (PCE) deflator. Clearly the growth in health care 
costs has significantly outpaced overall consumer price 
inflation in recent years. Such increases in health care 
prices raise the cost of employers’ existing medical ben
efit plans and could make hiring less attractive. This 
view gains some additional support from the observa
tion that health care costs also rose very rapidly during 
early 1990s, the time of the first jobless recovery.

Two major challenges can be offered to this the
ory. The first is that employers can respond to such cost
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increases by reducing the generosity of health insur
ance benefits or by altering other aspects of compen
sation such as the level of wages and salaries. Thus, 
an increase in premiums does not have to lead to high
er total employment costs. A possible response to this 
challenge is that the adjustment of other aspects of 
the employers’ compensation packages can take time. 
In the short run, firms might not be able to fully off
set medical cost increases with cuts elsewhere.32

Another challenge to the theory that rapidly rising 
heath insurance costs are behind the jobless recovery 
is that the recent growth of total labor compensation 
costs has not been particularly rapid, especially when 
judged relative to productivity growth. Growth in the 
employment cost index has fallen only modestly since 
the onset of the recession, going from 4.1 percent for 
the 12 months ending in December of 2000 to 3.8 
percent for the 12 months ending in December of2003. 
However, other measures of labor compensation growth 
have dropped by substantially more. In particular, over 
the same period, the four-quarter growth of hourly com
pensation in the nonfarm business sector as reported 
in the productivity and costs data fell from 7.0 per
cent to 3.2 percent. Moreover, this fall occurred while 
productivity growth was increasing from 2.8 percent 
to 4.4 percent. Thus, the growth in unit labor costs, 
which measure the nominal cost of producing a unit 
of output, fell from 4.2 percent to -1.2 percent. Unit 
labor costs have been falling since the first quarter of 
2002, accumulating to a 4.1 percent decline, the larg
est such drop since at least the early 1960s. As a re
sult, the share of labor in total costs has
fallen sharply since the first quarter of 
2001. This drop is also the largest since 
the early 1960s. Given that total labor 
compensation levels are not rising partic
ularly quickly, we do not place much 
weight on the possibility that rapidly ris
ing medical costs are boosting overall 
compensation costs above levels consis
tent with employment growth.

What about the version of the health 
costs theory that points to higher fixed 
costs per worker? As figure 9 shows, 
health insurance costs rose from 5.4 per
cent of compensation in 1999 to 6.5 per
cent in 2003. This fraction rose to similar 
levels during the jobless recovery of the 
early 1990s before declining in the mid- 
1990s. So, high health costs per worker 
have tended to correlate with sluggish 
employment growth.33

An increase in fixed costs per worker tends to 
give firms an incentive to hire fewer workers, while 
increasing their average work week.34 However, the 
average work week has not been rising. In fact, aver
age weekly hours of production workers are at the same 
level as they were at the trough of the recession in 
November 2001. It is possible that work hours are, in 
fact, increasing, but that this is somehow not being 
recorded in the data. But, we know of no evidence that 
this is the case. Moreover, one would expect that if 
actual hours per worker were rising, there would be at 
least some increase in measured hours as well. Possi
bly, the reason average hours per worker are not rising 
is that some firms have responded to higher insurance 
premiums by keeping more workers’ hours below the 
threshold they use to qualify employees for benefits. 
However, if this were true then fixed benefits costs 
would not be restraining employment growth. Thus, 
we do not find the fixed-cost version of the employ
ment costs theory very persuasive either.35 

Labor supply
Just-in-time hiring and health care costs are reasons 

why labor demand may be unusually low. Logically, 
another possibility is that labor supply may have declined. 
Under this theory, employment growth may be lagging 
in part because relatively few people want to work.

As support for this theory, one might point to the 
unusually large decline in labor force participation over 
the course of the recession and the following two years. 
Historically, labor force participation has been only

Growth in the real cost of health insurance benefits

percent change from year ago

1982 ’85 ’88 ’91 ’94 ’97 ’00 ’03

Note: This is the unpublished but publicly available BLS series on health 
insurance benefit costs for private industry workers, deflated by the BEA’s 
PCE deflator.
Sources: Bureau of Labor Statistics and Bureau of Economic Analysis.
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modestly procyclical. But since the most recent reces
sion began, labor force participation has fallen substan
tially, from 67.1 percent (just off the all-time high) at 
the March 2001 peak to 65.9 percent in February 2004, 
the lowest value since 1988. Because of the steep drop 
in labor force participation, the unemployment rate has 
fallen considerably since the end of the recession even 
while the growth in employment (by either the payroll 
or household survey measures) has been slower than 
the growth in population.

An obvious objection to interpreting the decline 
in labor force participation as a fall in labor supply is 
that it may reflect people’s discouragement over their 
chances of finding a job rather than a decline in their 
desire to work. A corollary of this view would be that 
the standard unemployment rate offers a misleading 
view of the degree of slack in the labor market. How
ever, as Barrow (2004) discusses, relatively little of the 
increase in nonparticipation is attributable to greater 
numbers of discouraged workers; the increase in those 
out of the labor force who report wanting a job has been 
quite small. Therefore, the majority of the decline in 
the participation rate appears to be a genuine fall in 
labor supply.

Given that the drop in participation appears to a 
substantial extent to represent a fall in labor supply, a 
quick bounce back to the levels of late 2000 does not 
seem particularly likely. Rather, those pre-recession 
levels may have been the result of some overshoot
ing in the labor market, much like the unemployment 
rates of 4 percent were likely lower than the long-run

equilibrium unemployment rate. Moreover, the stan
dard unemployment rate may not be a particularly 
good indicator of labor market conditions.

Table 4 breaks down the changes in labor force 
participation by age and gender. These figures suggest 
two groups are primarily driving the decline. First, there 
has been a remarkably large fall in the labor force par
ticipation rate of teenagers and young adults in their 
early 20s. The decline in teenage labor force participa
tion since January 2001 accounts for over 0.5 percentage 
points, or about half, of the decline in the economy
wide labor force participation rate. The second criti
cal group is women between the ages of 25 and 44. 
The fall in this group’s labor force participation since 
January 2001 accounts for about 0.4 percentage points, 
or roughly 40 percent, of the aggregate decline.

The drop in teenage and young adult labor force 
participation seems especially large, recently falling 
to post-World War II lows among males and 30-year 
lows among females. Is this a normal cyclical response 
to an extended period of disappointing employment 
growth or a permanent shift in the school-work deci
sion? Table 5 offers some clues.

Here, we display the annualized growth in the 
share of the teen and young adult (20 to 24) popula
tion that are in school (column 2) and not in school 
(column 5).36 Between 2000 and 2002 (latest available 
data), the share of teenagers in school grew by 1.2 per
cent per year, double the rate of the mid- to late 1990s, 
when labor markets were strengthening. However, 
the share of students in the teen population was 

growing even faster—1.7 percent per 
year—during the recession and jobless 
recovery of the early 1990s. The growth 
in the share of young adults 20 to 24 that 
are in school was roughly 2.5 percent per 
year during both jobless recoveries, 
slightly faster than the 1990s and 1980s 
expansions. So there has been a noticeable 
shift in school going activity but it does 
not seem to be especially large, at least 
relative to the previous recession.

However, there is at least one notable 
distinction during the most recent period. 
In the remaining columns, we look at the 
joint decision to be in school and in the 
labor force. Whereas the gain in schooling 
during the early 1990s was fairly evenly 
split between those who remained in the 
labor force and those who did not, this 
has not been the case in the early 2000s. 
Recently, there has been a sizable increase 
in the share of young people in school
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Labor force participation by age and gender

Share of the noninstitutionalized

TABLE 4

January 2001 January 2004 % change 16+ population January 2004

Females
16-19 50.5 44.3 -12.3 3.6
20-24 73.6 70.1 -4.8 4.5
25-34 75.9 73.7 -2.9 8.8
35-44 77.8 75.1 -3.5 9.9
45-54 76.6 76.7 0.1 9.4
55+ 26.4 30.1 13.9 15.6

Males
16-19 53.0 44.5 -16.0 3.7
20-24 83.4 79.8 -4.3 4.5
25-34 93.4 92.0 -1.5 8.7
35-44 92.8 91.9 -1.0 9.6
45-54 88.6 88.3 -0.4 9.0
55+ 40.8 43.2 6.0 12.7

Source: Bureau of Labor Statistics.

but not in the labor force—4.6 percent per annum for 
teens and 8.9 percent per annum for 20-24 year olds— 
but a drop in the share both in the labor force and in 
school. Thus, not only has there been a fall in labor 
force participation of those not in school but, in con
trast to previous patterns, of those in school as well.

It is hard to say why this has happened. One high
ly speculative explanation for the school group’s be
havior is that the strong productivity growth of late 
1990s might have seemed transitory as it was occur
ring. Now, after almost a decade of stronger growth, 
it seems more permanent. Consequently, workers ex
pect wages to be higher in the future. A classic “in
tertemporal” response to such expectations is to work

less now and more in the future. Furthermore, if pro
ductivity growth is expected to be higher in higher 
skilled occupations, we would expect an increase in 
school enrollments as well. This story might also be 
consistent with the labor supply behavior of second
ary earners in general and, thus, help to explain some 
of the fall in the labor force participation of women in 
the traditional child-rearing age groups.

However, in the end, we doubt that the decline 
in labor supply is the primary reason for the sluggish 
employment growth of the last two years. If declining 
labor supply were the cause, we would expect to see 
relatively strong wage growth. However, as we noted 
in the discussion of health care costs, growth in labor

Growth in share of 16 to 24 year olds in school and labor force 
(annualized percentage growth rates)

TABLE 5

In school Not in school

Total
In labor 
force

Not in 
labor force Total

In labor 
force

Not in 
labor force

16 to 19 year olds
2000-2002 1.2 -3.5 4.6 -5.0 -6.3 -0.7
1993-2000 0.6 1.0 0.4 1.5 2.0 0.3
1990-1993 1.7 1.7 1.7 -5.2 -6.3 -1.7
1984-1990 0.0 0.5 -0.3 -3.0 -2.9 -3.5

20 to 24 year olds
2000-2002 2.5 -1.2 8.9 -1.9 -2.6 1.6
1993-2000 1.7 2.4 0.6 0.6 0.9 -1.0
1990-1993 2.6 3.5 1.1 -0.9 -1.5 1.9
1984-1990 2.1 2.8 1.2 -2.1 -2.0 -2.6

Source: Bureau of Labor Statistics.
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compensation has not been particularly strong recent
ly, especially relative to productivity growth. Never
theless, even if a decline in labor supply is not the 
primary cause of the jobless recovery, it may be a 
contributing factor. If fewer workers had withdrawn 
from the labor force, the unemployment rate would 
have been higher and wage growth might have fallen 
further. Lower wage growth could, in turn, have led to 
an increase in firms’ employment of workers.

Inadequate aggregate demand growth
Probably the most frequently mentioned explana

tion for the weak employment growth of the last two 
years is rapid productivity growth. As can be seen in 
figure 10, productivity growth has been very impres
sive of late. In the two years since the trough of the 
recession, output per hour worked in the nonfarm busi
ness sector has risen by more than 9 percent, approx
imately 3.5 percentage points more than in the typical 
post-recession period. Moreover, relative to the peak 
of the last business cycle, productivity growth has been 
even more impressive, with output per hour having 
risen by more than 12 percent or 5.5 percentage points 
more than the typical cyclical pattern.

Holding constant growth in output, greater 
growth in productivity implies less growth in hours 
worked and likely, therefore, less growth in employ
ment. In this sense, rapid productivity growth ex
plains weak employment growth. However, there are 
no fixed speed limits to economic growth. So, there 
is no reason to expect output growth to remain con
stant in the face of more rapid productivity 
growth. Rather, economic theory suggests 
that a pickup in the growth of aggregate 
supply induced by more rapid productivity 
growth would ordinarily lead to expecta
tions of higher incomes and a comparable 
pickup in aggregate demand and output 
growth. Thus, those who attribute the job
less recovery to rapid productivity growth 
must implicitly be attributing it to some 
break in the normal link between aggre
gate supply and aggregate demand.

Why should aggregate demand have 
failed to increase sufficiently in response 
to the pickup in productivity growth? Quite 
possibly, demand growth has been held 
back over the last two years by a series 
of shocks—concerns over terrorism, the 
buildup to the Iraq war, revelations of 
poor corporate governance, and the 
hangover from the fall in the stock

market. These shocks likely made firms unusually 
cautious and, therefore, reluctant to invest and hire.37 
Similarly, in the early 1990s, the savings and loan 
crisis may have created a credit crunch that restrained 
aggregate demand and hiring. Such an interpretation 
suggests that absent such post-recession shocks, fu
ture recoveries may see employment expansions more 
like those before the 1990s.

Another possible explanation for the failure of 
demand to keep up with the strong productivity growth 
of the last two years is that recent productivity gains 
may owe more to the ebbing of adjustment costs as
sociated with previously high investment levels than 
to new breakthroughs in technology that increase ex
pectations for future income. Under this interpretation, 
rapid technological advance led to very high levels of 
investment in new equipment in the late 1990s. The 
need to make all this new equipment work may have 
led in turn to what now looks like excessive hiring. 
This story suggests that firms recently have been elim
inating those excesses. As a result, measured produc
tivity growth has been strong. But because the driver 
of productivity growth is not new breakthrough technolo
gy, there is no support for additional increases in expec
tations of future incomes. Thus, increased measured 
productivity growth is not associated with increased 
aggregate demand and hiring. Rather, employment 
levels might be interpreted as returning to normal af
ter a period in which they were temporarily elevated 
in order to implement new technology.
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Conclusion
This article reviews evidence on the jobless recov

ery. We began by summarizing recent employment 
trends, showing, as has the BLS, that the major surveys 
of employment can be reconciled for much of the last 
ten years. But a gap developed between 1998 and 
2002 that has led to somewhat different interpretations 
of what has happened to the labor market during the 
last three years. While we have sketched reasons to put 
more weight on the survey of employers rather than 
households, regardless of which survey we use employ
ment growth has been historically weak. Furthermore, 
we have provided new evidence that the small increase 
in self-employment since the beginning of the recession, 
which has been interpreted by some as a hopeful sign 
for labor markets, is likely a reflection of the weak 
labor market conditions of the last three years.

Finally, we have offered some speculative thoughts 
on the strengths and weaknesses of the various expla
nations analysts have given for the jobless recovery. 
These include the possibility of an increased need for 
sectoral labor reallocation, the emergence of just-in- 
time hiring practices, the rising cost of health care 
benefits, a fall in labor supply, and the failure of ag
gregate demand to keep pace with more rapid pro
ductivity growth. We argue that the most plausible 
culprits are just-in-time hiring and inadequate aggre
gate demand in the face of rapid productivity growth. 
Ultimately, however, we must conclude that it is not 
yet clear what forces have kept employment from 
growing more robustly the last two years.

NOTES

decent newspaper reports suggest that the NBER dating commit
tee is considering the unusual step of changing the date of the cycle 
peak. See, for example, Henderson (2004).

2In fact, employment was growing within four months, and in two 
cases within one month, of the trough in all five of the 1960-80s 
recoveries. To a degree, this is no accident; the NBER uses pay
roll employment, along with real gross domestic product (GDP), 
real income, industrial production, and real manufacturing and 
trade sales, as one of its key indicators for dating cycle turning 
points. There is no fixed rule as to how these variables are 
weighted, although real GDP and other output measures get “con
siderable weight.” See the discussion at www.nber.org/cycles/ 
recessions.html.

3The survey on which these numbers are based, the payroll survey, 
reports hours data for production or nonsupervisory workers only. 
By industry, this would include production workers in mining and 
manufacturing, construction workers in construction, and 
nonsupervisory workers in service-providing industries.

4For example, see Meltzer (2003). Articles and op-eds questioning 
the payroll survey’s accuracy have been published in numerous 
magazines and newspapers over the last year.

5On the other hand, 15-year-olds are included in the payroll survey 
but not the household survey.

6The household employment series are smoothed to account for 
population control corrections that are incorporated discretely into 
the reported figures.

7The adjusted series is from BLS (2004). See Nardone et al. (2003) 
for a detailed discussion and attempted reconciliation of the gap 
that developed during the 1990s and BLS (2004) for a discussion 
of the recent data.

8To quantify the importance of sample size, any monthly change 
above 108,000 jobs is considered statistically different from no 
change in the payroll survey. To claim statistical significance in 
the household survey, the monthly change must be greater than 
290,000. See BLS (2004).

9The UI records provide a count of the number of employees 
covered by unemployment insurance laws. They cover over eight 
million establishments and nearly 97 percent of total nonfarm 
employment. The BLS uses alternative sources for the popula
tion not covered by UI. This full employment count is benchmarked 
to the sample-based counts in the payroll survey once a year. 
See www.bls.gov/ces/cesmetho.htm#10 for more details about 
the UI records, benchmarking, as well as the models used to 
estimate firm births and deaths prior to the UI benchmarking.

10The empirical evidence on this point is quite thin though. Hanson 
and Spilimbergo (1999) use U.S.-Mexico border apprehensions 
to show that illegal immigration is quite responsive to changes 
in U.S. and Mexican real wages.

11 One bit of corroborating evidence is that only five million im
migrants applied for green card visas in 2003, roughly 60 per
cent below a typical year’s applicant pool.

12Population controls adjustments provided by the 2000 Census 
increased the level of household employment by 1.7 million, 
narrowing but not fully eliminating the cumulative 1990s gap 
between the household and payroll employment counts.

13For example, Meltzer (2003), Hilsenrath (2003), and Kudlow 
(2004).

14These calculations are based on the raw household employ
ment figures and therefore do not smooth out the population ad
justments. This adjustment would have little impact on the 
results reported below. We report quarterly figures because 
of concern about the variability of the monthly figures.
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15Rissman uses the National Longitudinal Survey of Youth, a large 
panel data set that follows individuals over time. The individuals 
are interviewed annually from 1979—94 and again in 1996 and 
1998. The participants range in age from 14 to 22 in 1979.

16We use the 16 and over population and exclude agricultural 
workers. The results are robust to reasonable changes to both 
of these groups.

17By specifying the regression equation in logs, the coefficient 
estimates have an intuitive interpretation as an elasticity. A 1 percent 
increase in the unemployment rate is associated with a p percent 
increase in self-employment. Furthermore, by framing the regres
sion in logs we avoid the problem of having predicted values of 
self-employment less than 0 or larger than 1.

18An alternative approach to control for secular trends is includ
ing year dummies. Unfortunately, this sops up too much of the 
variation and results in highly imprecise parameter estimates. In 
future work, we plan to explore these specification issues further.

19Without a service, the current filing fee is $150, plus an additional 
franchise fee of at least $25 and a $25 fee for reserving the com
pany name. Incorporation in Delaware costs about half as much. 
Additionally, owners may wish to consult with an attorney or CPA 
and will likely need to open a bank checking account at some cost. 
Unfortunately, we do not have information about the cost of dis
solving a corporation.

20As a barometer consider the average start-up cost for a small 
business. In the 1992 Characteristics of Business Owners Survey, 
27 percent of respondents report no start-up capital and another 
34 percent report start-up capital of less than $5,000. Only 10 per
cent had over $50,000 in capital at start-up. So the fees and op
portunity costs associated with incorporation would be substantial 
relative to the start-up cost of many businesses.

21Limited liability means that if the corporation suffers losses, the 
corporation itself must bear those losses. The personal assets of 
the individual shareholders are not at risk. This is in contrast to 
unincorporated businesses, which do not offer personal liability 
protection to their owners or employees. Other advantages of in
corporation include the ease of ownership transfer. Corporate shares 
may be transferred without dissolving the corporation. Addition
ally, incorporation offers different tax options that encourage pen
sion, profit sharing, and stock option plans. The main disadvantage 
of a corporation is that the dividends paid by corporations to their 
shareholders are taxed twice—once as income to the corporation 
and again as dividend income to the shareholder. Some corporate 
structures, such as a Subchapter S Corporation, eliminate this double 
taxation. The S Corporation allows certain income, deductions, 
and losses to be passed through the corporation to the individual 
tax return of each shareholder. For unincorporated businesses, net 
income flows to the owner and the owner is taxed.

22Similar results arise using a different definition of the local labor 
market—metropolitan statistical area (MSA). Because the signal 
to noise ratio is low in smaller MSAs with few observations, we 
include only the largest 100 MSAs and do the analysis at an an
nual frequency.

23Technically, this unemployment rate includes agricultural workers. 
However, adjusting the unemployment rate in a rough way to be 
more consistent with a nonfarm measure would have a small im
pact on the change in the unemployment rate over the last two years.

24This assumes the effect on the incorporated firms is zero, which 
cannot be rejected by our estimates. The total self-employment 
predictions are derived by multiplying the relevant elasticity by 
the percentage change in the unemployment rate, the share of 
workers in that category, and the initial self-employment rate. For 
example, the 0.05 percentage point figure for the WLS estimate 
reported in table 2 is calculated as 0.28 (the unincorporated elastic
ity when the state-specific time trend is used) x 0.405 (the per
centage change in the unemployment rate) x 0.67 (the share of 
self-employed who own unincorporated firms) x 0.068 (the self- 
employment rate in the first quarter of 2001).

25Lilien (1982) argues that variation in the pace of sectoral reallo
cation may contribute significantly to unemployment fluctuations. 
Davis and Haltiwanger (1990) and Davis, Haltiwanger, and Schuh 
(1996) discuss the role of job creation and destruction over the 
business cycle.

26The costs to the affected workers can also be quite significant as 
is discussed, for example, in Jacobson, LaLonde, and Sullivan 
(1993a and 1993b).

27See Segal and Sullivan (1997a and 1997b) for more on the tem
porary services industry. Schreft and Singh (2003) also discuss the 
role of the industry over the business cycle.

28Moreover, as Segal and Sullivan (1997b) show, because the indus
try has very high turnover, a significantly higher fraction of work
ers have a temporary services job over a period of a year or two.

29Many temp firms also provide general computer training, a service 
that Autor (2001a) argues allows these firms to screen potential 
employees for their clients.

30See Autor (2001b) for a discussion of the role of the Internet in 
the labor market.

31See, for example, Wessel (2004).

32However, Gruber and Krueger (1991) and Anderson and Meyer 
(2000) find that the additional costs of workers compensation and 
unemployment insurance are largely passed onto employees in 
the form of lower wages. A related objection to the health costs 
theory is that medical insurance costs also rose rapidly in the early 
1980s, but employment growth was very rapid following the reces
sion trough of 1982. A possible response to this challenge is to ar
gue that the lower inflation environment that has prevailed since 
the late 1980s makes it more difficult for firms to offset medical in
surance cost increases with lower wage and salary growth. This 
would be the case if it were easier to reduce nominal wage growth 
from, say, 8 percent to 6 percent in a high inflation environment 
than to reduce wage growth from, say, 3 percent to 1 percent in a low 
inflation environment. This argument relies on some form of “money 
illusion,” which we do not find very appealing. However, research
ers have found evidence of nominal wage rigidities that may be 
consistent with such effects—for example, Altonji and Devereux 
(2000) and Lebow et al. (1999).

33Unfortunately, these data only go back to 1986. Thus, we don’t 
know whether health care was a high or low percentage of employ
ment costs in the periods of rapid employment growth following 
earlier recessions.

34 Alternatively, they might tilt their hiring towards fewer more highly 
skilled workers.

18 2Q/2004, Economic Perspectives



35A somewhat similar theory is that increased requirements to fund 
pensions for retired workers impose an increased burden on firms 
that is restraining hiring. However, retiree pension obligations are 
fixed costs that do not depend on current employment or production 
levels. Thus, basic economic theory predicts they should have no 
effect on firms’ decisions, except perhaps their decisions on whether 
to stay in business. Some researchers have found evidence that 
accounting changes can affect aspects of firm behavior such as 
investment. However, we are skeptical that such costs have played 
a significant role in the jobless recoveries.

36The data are based on special education supplements to the house
hold survey given every October.

37The emergence of just-in-time hiring practices might also have 
damped demand growth if it led firms to delay hiring and rebuild
ing inventories. Alternatively, a lack of employment growth caused 
by the growth of just-in-time hiring practices could have had a 
deleterious effect on consumer or business confidence.
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Is the official unemployment rate misleading?
A look at labor market statistics over the business cycle

Lisa Barrow

Introduction and summary
In recent years, both economists and the popular press 
have asked whether the measured unemployment rate 
is “too low.” In particular, observers question whether 
current unemployment rates accurately reflect labor 
market weakness. By some conventional measures, 
the most recent recession was relatively mild. The 
official unemployment rate rose to a high of 6.3 per
cent in June 2003, which is low by historical standards 
(see figure 1), and real gross domestic product (GDP) 
declined by only 0.5 percent, compared with a 1.3 per
cent decline in the 1990-91 recession and an average 
decline of 1.1 percent during previous recessions from 
1960 to 1981. At the same time, others have argued 
that this latest recession was not as mild for labor mar
kets as suggested by the maximum unemployment 
rate level. Most point to the fact that based on payroll 
employment numbers, there were 1.8 percent fewer 
jobs in January 2004 than in March 2001. At the ex
treme, Austin Goolsbee suggests that

... the unemployment rate has been low only 
because government programs, especially 
Social Security disability, have effectively 
been buying people off the unemployment 
rolls and reclassifying them as ‘not in the 
labor force.’ In other words, the government 
has cooked the books. ...'

In this article, I focus on whether the current unem
ployment rate accurately reflects labor market strength, 
particularly when compared with the 1990-91 recession. 
There are many reasons to believe that unemployment 
rates may not be comparable over time. Fortunately, 
although the unemployment rate and jobs growth are 
the headline numbers of the monthly Bureau of Labor 
Statistics (BLS) Employment Situation release, the 
release provides many other statistics that one can use 
to put the unemployment rate into a broader context,

as well as to measure labor market strength in ways 
that may be more comparable over time. In particular, 
data on employment-to-population rates and those 
not in the labor force are useful for considering the 
relative strength of the labor market over time.

Currently, there is evidence that the official unem
ployment level may be lower than in earlier periods, 
in part due to factors affecting the labor force rather 
than factors affecting labor market strength. However, 
other evidence on labor market strength does not sup
port the argument that the current labor market is 
weaker than that following the 1990-91 economic 
recession. Indeed, along several dimensions, the current 
period of economic recovery reflects stronger labor 
markets than in several previous recovery periods: 
Employment to population rates are high; the percent
age of workers not in the labor force who say they 
want a job has not increased; and real hourly and 
weekly earnings are higher relative to levels at the 
peak of the business cycle in 2001.

Below, I begin by discussing why many believe 
that the official unemployment rate may not accurately 
affect labor market strength, how the official unemploy
ment rate is measured, and what factors affect its 
measurement. Next, I consider how the most recent 
economic recession and recovery period compares 
with past recession and recovery periods when I look 
at alternative measures of labor market strength.

Measuring unemployment

Figure 1 displays the seasonally adjusted, “official” 
monthly unemployment rates from the BLS from
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January 1948 through January 2004. Areas shaded in 
gray represent periods of economic recession as dated 
by the National Bureau of Economic Research (NBER), 
and a list of the monthly peak and trough dates can be 
found in table l.2 Following the 1991 recession, the un
employment rate peaked at 7.8 percent. Following the 
2001 recession, the unemployment rate peaked at only 
6.3 percent. Both recessions have been characterized 
as relatively mild. In fact, 6.3 percent unemployment 
is relatively low compared with maximum unemploy
ment rates reached following other periods of economic 
recession over the past 40 years (7.1 percent in May 
1961, 6.1 percent in December 1970, 9.0 percent in 
May 1975, 7.8 percent in July 1980, and 10.8 percent 
in November 1982).

Why some suggest measured unemployment is too low 
In spite of the lower unemployment rates reached

following the most recent economic recession, there 
has been little sign of recovery in the labor markets 
as measured by increases in payroll employment in 
the BLS Establishment Survey or the number of people 
who report being employed in the Current Population 
Survey? In fact, many have compared the 2001 recov
ery with the so-called jobless recovery of 1991. Figure 2 
provides a comparison of relative payroll employment 
numbers around the maximum payroll employment lev
els of 1990 and 2001, as well as the average relative em
ployment numbers for the previous peak employment 
dates from 1960 through 1981. The peak employment 
levels are defined as the maximum level of employment

reached between NBER business cycle 
trough dates. Figure 3 provides a similar 
comparison using the household employ
ment numbers adjusted for breaks in the 
series due to changes in population esti
mates.4 In each figure, the maximum em
ployment level corresponds to period 0, 
labeled “peak,” and the level of employ
ment is normalized to equal 1 at the maxi
mum employment level of each business 
cycle. Relative employment levels below 
1 occur in months when the total number 
of jobs or people employed is less than 
the maximum level of employment asso
ciated with each business cycle. Similarly, 
relative employment levels above 1 occur 
in months when the total number of jobs 
or people employed exceeds the level of 
employment at peak employment. Thus, 
at period 0 the normalized level of em
ployment equals 1 in all series. A value 
of 1.02 indicates that employment in that 

month is 2 percent above the maximum level reached 
in the relevant business cycle. Data for months to the 
right of the peak date are an indicator of the extent to 
which the economic recessions hurt labor markets.

Both employment series tell very similar stories 
in terms of ranking the recessions by job loss. In the 
eight months following peak employment levels, em
ployment is down by a somewhat larger percentage in 
the average recession than in the two most recent reces
sions, but, generally speaking, the periods look quite 
similar. One year after the employment peak, the se
ries begin to diverge. Two years after the maximum 
employment dates, the average economic recovery 
has increased employment levels above the previous

TABLE 1

NBER business cycle peaks and troughs,
1948-2003

Peaks Troughs

November 1948 October 1949
July 1953 May 1954
August 1957 April 1958
April 1960 February 1961
December 1969 November 1970
November 1973 March 1975
January 1980 July 1980
July 1981 November 1982
July 1990 March 1991
March 2001 November 2001

Source: National Bureau of Economic Research (NBER), 
www.nber.org/cycles/cyclesmain.html.
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Nonfarm payroll employment relative 
to maximum nonfarm payroll employment 

in each business cycle

Source: Author's calculations using payroll employment data available from 
Haver Analytics, Inc.

maximum. In contrast, payroll employment in June 
1992 is 1.1 percent below peak payroll employment 
in June 1990, and payroll employment in March 2003 
is 2 percent below employment in March 2001. The 
share of maximum employment levels is 
slightly higher in the household employ
ment data for both the 1990-91 and 2001- 
02 business cycles, but as described in
Aaronson et al. (2004), the series measur
ing the level of household employment 
may overstate employment growth since 
2000 due to overestimates of population 
growth. Even with the possible overstate
ment, relative household employment 
levels are still below relative employment 
levels three years after peak employment 
in the average and post 1990-91 reces
sion recovery periods. These series sug
gest that the current recovery period is 
weaker than both the average and the 
post 1990-91 recovery periods. Because 
the increase in unemployment rates has 
remained low relative to previous eco
nomic recessions and recovery periods, 
while growth in employment is also low, 
many question whether the unemploy
ment rate accurately reflects weakness in 
the labor market.

Factors contributing to declines in 
measured unemployment rates

During the 1990s people were con
cerned about very low unemployment rates 
because this can lead to increases in the 
rate of inflation. As labor markets tighten, 
that is, unemployment rates fall below 
the non-accelerating inflation rate of un
employment (NAIRU),5 wages increase 
faster than productivity in order for firms 
to hire the number of workers desired. This 
increase in labor costs in turn leads to 
higher inflation. Throughout most of the 
late 1990s, however, the unemployment 
rate continued to decline and inflation rates 
remained low. As a result, some believed 
that the NAIRU must have declined such 
that a stable inflation rate could be sus
tained at lower unemployment rates.6

Many economists attempted to quan
tify the factors contributing to a decline in 
the measured unemployment rate without 
increased inflationary pressure. Katz and 
Krueger (1999) consider the roles of the 

aging of the population; the rise in the temporary help 
industry; the increase in incarceration rates; and de
clining unionization, worker insecurity, and the wage 
structure. Juhn, Murphy, and Topel (2002) look at the 
decline in labor force participation by low-skilled men

Household employment relative to maximum household 
employment level in each business cycle

months relative to payroll employment maximum

Note: Population adjustments have been smoothed over the relevant 
time periods.
Source: Author's calculations based on BLS data available from Haver 
Analytics, Inc.
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as a factor in the decline in measured unemployment. 
Finally, Autor and Duggan (2003) focus on the increase 
in Social Security Disability Insurance (SSDI) gener
osity and coverage, and Barrow and Butcher (2004) 
consider the role of increases in age-related morbidity. 
Several of these factors—incarceration rates, labor 
force participation, and disability—affect official un
employment rates through their effect on the size of 
the labor force.

Moving people with higher average rates of unem
ployment out of the labor force decreases the official 
unemployment rate. This results from the longstanding 
definition of the unemployment rate, not any “cook
ing of the books” by the government. The unemploy
ment rate is calculated from survey data collected by 
the BLS Current Population Survey (CPS). The CPS 
surveys a representative sample of roughly 50,000 occu
pied households. In order to be included in the sample, 
individuals must be at least 15 years old and not a mem
ber of the armed forces. In addition, all persons living 
in institutions such as prisons and nursing homes are 
excluded from the survey. Using sampling weights and 
the answers from the survey questions on labor market 
activity during the survey reference week, the BLS es
timates the number of people in the civilian non-institu- 
tionalized population age 16 years and over and, within 
that population, the number who are in the labor force, 
the number who are employed, and the number who 
are unemployed. The unemployment rate is then the 
percentage of the labor force that is unemployed. 

Sampling frame
Changes in the population surveyed by the CPS 

may affect measurement of the unemployment rate. 
As mentioned above, the CPS only surveys the non- 
institutionalized, civilian population. Over time, the 
share and composition of the population that is insti
tutionalized has changed.7 Table 2 reports statistics from 
the Census of Population on the number of people

who are living in institutions. The numbers living in 
institutions have increased from 0.98 percent of the 
population in 1940 to 1.44 percent in 2000, and 
much of the recent increase has been attributed to in
creases in incarceration rates.8 Since 1940 the share 
of the institutionalized population living in correctional 
facilities has more than doubled from roughly 22 per
cent in 1940 to nearly 50 percent today.9 As long as 
the population of prisoners is different from the civil
ian non-institutionalized population in terms of labor 
market status (were they not institutionalized), remov
ing them from the CPS sample will affect national la
bor market statistics. Katz and Krueger (1999) estimate 
that the increase in incarceration rates between 1995 
and 1998 may account for a 0.3 percentage point drop 
in the male unemployment rate and a 0.17 percentage 
point drop in the overall unemployment rate. 

Self-identification
Because the unemployment rate is calculated us

ing survey data, counts of the employed, self-employed, 
unemployed, and the number of persons in and out of 
the labor force will depend on individuals’ responses 
to questions regarding their activity during the refer
ence week. An individual is counted as in the labor 
force if they are either employed or unemployed. In
dividuals are counted as employed if they report that 
they: worked at least one hour for pay, worked in their 
own farm or business, worked at least 15 hours or 
more as an unpaid worker in a business owned by a 
family member, or were not working but had a job 
from which they were on temporary leave.10 Individ
uals are classified as unemployed if they report that 
they were not employed but were actively searching 
for employment.11 Thus, people who do not hold jobs 
must be actively searching for employment in order 
to be counted as part of the labor force.

Over the business cycle, individuals without 
jobs may be more or less likely to actively search for

TABLE 2

The institutionalized population of the United States

1940 1950 1960 1970 1980 1990 2000

Total population 132,164,569 151,325,798 179,323,175 203,302,031 226,542,199 248,709,873 281,421,906
Institutionalized (%) 0.98 1.04 1.13 1.11 1.10 1.34 1.44

Institutionalized
population in

Mental institutions (%) 44.26 39.14 34.50 19.37 9.87 3.86 1.95
Correctional institutions (%) 22.27 17.41 17.61 14.68 18.50 33.45 48.68

Sources: Population and percentage of population institutionalized from census data available through the Integrated Public Use Microdata 
Series from the Minnesota Population Center (IPUMS). For 1940 through 1980, percentage of institutionalized population in mental or 
correctional institutions calculated from IPUMS data. For 1990 and 2000, number of persons in mental or correctional institutions from 
American FactFinder at www.census.gov.
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employment and, thus, be more or less likely to be 
counted as unemployed. During an economic recession, 
unemployed workers who become discouraged may 
give up searching for employment and thus move from 
a status of unemployed to one of out of the labor force. 
Similarly, other individuals may choose alternative 
options to job search that move them from unemployed 
to out of the labor force. For example, parents with 
young children may decide to stay home and care for 
their children full time, and individuals with disabili
ties may decide to apply for Social Security disability 
insurance (SSDI) payments. As discouraged workers 
and those with opportunities outside the labor market 
exit the labor force, all else equal, the number of un
employed will fall, the number of people in the labor 
force will fall, and the unemployment rate will fall. As 
the economy begins to pick up again, some of these 
same workers may decide to actively search for em
ployment and enter the labor force once again. Until 
they find a job they will then be counted as unemployed, 
all else equal, leading to an increase in the unemploy
ment rate.

Figure 4 plots the number of “worker” disability 
insurance recipients as a percentage of the civilian non- 
institutionalized population aged 16 to 64 from 1960 
to 2002. Worker recipients are those who qualify for 
SSDI because they were employed before applying 
for disability insurance payments, and they made up 
85 percent of disability insurance beneficiaries in 
2002. Other disability insurance beneficiaries include 
widows, widowers, and adult children of worker 
beneficiaries. From 1960 to 2002, the
number of worker beneficiaries increased 
from 0.5 percent to just over 3 percent of 
the civilian non-institutionalized popula
tion 16 to 64 years old, an increase from 
roughly 500,000 worker beneficiaries to 
over five million. The share of the rele
vant population receiving worker disabil
ity insurance payments has been 
increasing over much of the program’s 
history, even during the economic boom 
of the late 1990s. Most recently, the 
share of SSDI increased from 2.89 per
cent in December 2001 to 3.12 percent 
in December 2003. This increase is very 
comparable to that following the 1991 
recession. From December 1991 to 
December 1993, the share of the popula
tion receiving SSDI increased from 1.97 
percent to 2.26 percent.12 We also ob
serve similarly sized increases in the per
centage of disabled worker beneficiaries

over two-year periods between 1960 and the late 1970s, 
suggesting that increasing disability insurance rolls 
may have affected changes in measured unemployment 
rates in earlier periods as well. On net, Autor and 
Duggan (2003) estimate that the increase in SSDI 
rolls between 1984 and 2001 accounts for a 0.5 per
centage point drop in the measured unemployment 
rate over the same period.

As discussed in Aaronson et al. (2004), the deci
sion to enter self-employment may also depend on the 
business cycle. During an economic recession, some 
individuals who lose their jobs may find low-paying 
self-employment options preferable to unemployment. 
To the extent that these individuals would earn more 
as an employee, one would expect many of them to 
find wage and salary employment after the economy 
begins to recover and job growth increases. The in
crease in the unemployment rate during an economic 
recession will be smaller to the extent that some work
ers choose self-employment over unemployment. 
Aaronson et al. (2004) find that the increase in self- 
employment following the most recent economic re
cession is not unusually large, so I do not consider below 
how changes in the percentage of the labor force that 
is self-employed may have affected measured unem
ployment rates.

From 1990 to 2000 the unemployment rate dropped 
from 5.6 percent to 4.0 percent. I use the assumptions 
from Katz and Krueger (1999) that 35 percent of the 
incarcerated population would be employed and 60 
percent would be in the labor force; however, I apply

Federal Reserve Bank of Chicago 25



these assumptions to both men and women. This 
amounts to assuming that the unemployment rate for 
the incarcerated population equals 41.67 percent and 
that the incarcerated population increases from 0.53 
to 0.83 percent of the labor force. Using the above 
assumptions and census incarceration data for 1990 
and 2000,1 find that the increase in the percentage 
of the population incarcerated accounts for a 0.12 
percentage point decline in measured unemployment. 
Similarly, using a rough approximation from Autor 
and Duggan (2003), I find that the increase in the per
centage of people on SSDI between 1990 and 2000 
may account for a 0.45 percentage point decline in 
the measured unemployment rate.13 Together, these 
estimates would suggest that 35 percent of the decline 
in the unemployment rate from 1990 to 2000 (0.57 
percentage points) was due to increases in incarcera
tion levels and disability insurance rolls. These assump
tions would raise the 2000 unemployment rate to 4.6 
percent and the maximum unemployment rate fol
lowing the latest business cycle peak to 7 percent or 
a little higher.14 An unemployment rate of 7 percent 
is still low relative to the most recent business cy
cles. That said, the adjustments depend on many as
sumptions and, for a more informative comparison, 
one would need to adjust the unemployment rate in 
earlier periods as well. Therefore, I consider other 
data for evaluating labor market strength in the follow
ing section.

Alternative measures of the unemployment 
rate and labor market strength

use to estimate alternative unemployment rates that 
account for the underutilization of these workers. These 
measures help account for discouraged workers and 
others who would like jobs but are unemployed, as 
well as people who would like to work full-time but 
can only find part-time employment.15

In figure 5,1 plot the percentage of part-time 
workers who say they are working part-time for eco
nomic reasons in addition to the percentage of people 
not in the labor force who say that they want a job now 
(the marginally attached).16 Workers who are part-time 
for economic reasons report that they are working part- 
time for reasons such as poor business conditions, in
ability to find full-time work, slack work, and so on. 
Generally speaking, both measures tend to increase 
during periods of recession and economic recovery.17 
From the first quarter of 2000 to the end of 2003, the 
percentage of part-time workers reporting that they 
were part-time for economic reasons rose from 13.8 
percent to 19.8 percent. Similarly, from the first quar
ter of 1990 to the first quarter of 1992, the number of 
people working part-time for economic reasons rose 
from 17.6 percent of part-time workers to 23.3 percent.

Data on marginally attached workers suggests that 
the current recession-recovery period is milder than 
most. The percentage not in the labor force who want 
a job has been fairly steady from 2000 to the present, 
remaining between 6.3 percent and 6.6 percent. In no
table contrast, from 1990 to 1992 the percentage of 
people not in the labor force who say they want a job 
rose from 8.7 percent to 9.8 percent. This suggests

Because unemployment rate calcula
tions rely on the sampling frame and 
self-definitions as described above and 
because the size of the labor force may 
depend to some extent on whether the 
economy is expanding or contracting, 
the same unemployment rate in different 
periods may not reflect the same amount 
of labor underutilization. Fortunately, the 
BLS collects additional information and 
publishes additional statistics that help 
put the official unemployment rate in 
context.

Marginally attached and part-time 
workers

The unemployed, underemployed, 
and those not in the labor force who want 
a job represent labor that is not being ful
ly utilized. Since 1970, the CPS has in
cluded additional questions that one can
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that there have not been a large number of people ex
iting the labor force because they were discouraged 
about the prospects of finding work.

In figure 6,1 plot the official quarterly unemploy
ment rate, as well as the quarterly unemployment rate 
including the marginally attached and those who are 
working part-time for economic reasons and adding 
the marginally attached to the total labor force size. 
Counting those who are employed part-time and the 
marginally attached as unemployed raises the unem
ployment rate by as much as 10 percentage points above 
the official rate. At peak unemployment during the 
current recovery (2003;Q3), the augmented unemploy
ment rate reached 12.1 percent, which is relatively 
low by historical standards and roughly 6 percentage 
points above the official rate. In contrast, following 
the 1990-91 recession, the augmented unemployment 
rate rose to 15.8 percent, roughly 8 percentage points 
above the official rate.

The augmented unemployment rate and low per
centages of people not in the labor force who say they 
want a job both suggest that the current labor market 
is not as weak as in most periods of economic recov
ery between 1970 and the present. While there is evi
dence of an increase in labor underutilization due to 
the increase in the share of workers working part-time 
for economic reasons, this increase is not unusually 
large. In addition, there is no increase in the share of 
people not in the labor force who say they want a job. 
As a result, the augmented unemployment rate that 
takes into account these measures of la
bor underutilization is low relative to the 
past 30 years.

Labor force participation rates
As seen in the alternative measures 

of labor underutilization, discouraged 
workers exiting the labor force from 
unemployment can reduce the official 
unemployment rate. Therefore, another 
useful statistic for evaluating the unem
ployment rate is the labor force participa
tion rate. The labor force participation 
rate is the percentage of the civilian non- 
institutionalized population that is either 
employed or unemployed, that is, the 
percentage that is in the labor force. In 
figure 7,1 plot the labor force participa
tion rate over time, as well as the labor 
force participation rate when I include 
the institutionalized population. This sec
ond calculation represents the labor force 
as a percentage of the civilian population

16 years and older, either living in households or insti
tutions. Because some percentage of the institutional
ized population would likely participate in the labor 
force, the light orange line would be a lower bound 
estimate of the labor force participation rate with no 
institutionalized population.

Between the early 1960s and 1990, labor force par
ticipation rates increased dramatically due to increased 
participation by women. In addition, one can see that 
the increase in the percentage of the population living 
in institutions leads to a widening of the gap between 
the two measures of labor force participation. Because 
the data on the institutionalized population come from 
the census, the numbers institutionalized affect the 
denominator of labor force participation in a smooth 
manner that does not vary within each decade.

Since 1999, the labor force participation rate has 
declined fairly steadily, preceding the peak of the busi
ness cycle in March 2001 and continuing through 2003. 
Historically, recessionary periods often coincide with 
declines in labor force participation; see, for example, 
1953-54, 1957-58, and 1990-91. During the rapid 
rise in labor force participation from 1962 to 1990, 
labor force participation remained relatively flat dur
ing recessionary periods, followed by a continuation 
in the secular trend. See, for example, 1973-75.

When considering the deterioration in labor mar
ket conditions, we might also want to consider how 
much labor force participation is declining relative to its 
trend rate both because of the large secular increase

FIGURE 6

Unemployment rate including NILF who want a job and 
those employed PT for economic reasons, 

seasonally adjusted quarterly data 1970:Ql-2003:Q4

Notes: NILF is not in the labor force. NBER dated recessions are shaded in gray. 
Source: Author's calculations using BLS data available from Haver Analytics, Inc.
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Labor force participation rates and trend participation

percent

FIGURE 7

Notes: Trend employment to population is calculated using the Christiano- 
Fitzgerald band pass filter assuming the trend component of the series has 
frequencies of oscillation greater than 12 years. Adjustments due to changes 
in population estimates are smoothed in the underlying series. NBER dated 
recessions are shaded in gray.
Source: Author's calculations using BLS data available from Haver and 
Census counts of the institutionalized population.

in labor force participation rates and because of the 
possibility that participation rates rise above trend 
during business cycle peaks. In particular, the decline 
in labor force participation was larger in the 2001 re
cession than in the 1991 recession; however, the per
centage of those not in the labor force who want a job 
rose following the 1990 business cycle peak and re
mained steady following the 2001 peak. Combined, 
these data suggest that participation was above trend 
at the peak of the 2001 business cycle.

In figure 7,1 include an estimate of trend labor 
force participation in addition to the observed partici
pation rate.18 In the months preceding the peak of a 
business cycle, labor force participation typically ris
es above the estimated trend level of participation. 
Following the peak, labor force participation falls be
low the estimate of trend during both the 1990-91 and 
2001 recessions. In 1989, labor force participation is 
as much as 0.7 percentage points above the estimated 
trend, while in 1999 labor force participation rises 0.5 
percentage points above trend. Following both the 
1990-91 and 2001 recessions, labor force participation 
rates fall below trend by similar amounts. Labor force 
participation is 0.4 percentage points below the esti
mated trend in December 1991 and 0.5 percentage 
points below trend in December 2003.

Additionally, compared with past business cycle 
periods, the decline in labor force participation is dis
proportionately driven by a fall in participation rates

among those between the ages of 16 and 
19. The relative decline in labor force 
participation since March 2001 is 50 per
cent larger for the population 16 years 
old and over than for the population 20 
years old and over, while 16 to 19 year 
olds make up only 7.3 percent of the 
population 16 years old and over. This 
can be seen in figures 8 and 9 on the next 
page, which graph labor force participa
tion rates as a share of peak labor force 
participation rates. The figures are creat
ed in the manner described for the em
ployment numbers in figures 2 and 3.
A value of 1.02 indicates that the labor 
force participation rate for that month is 
2 percent above the labor force participa
tion rate at the peak month of the corre
sponding business cycle. Figure 8 shows 
participation rates for the population 
aged 16 years old and over, and figure 9 
shows participation rates for the popula
tion aged 20 and over.

In figure 8, the labor force participa
tion rate in January 2004 is 1.5 percent below the 
participation rate in March 2001. However, looking 
at labor force participation rates for the population 
age 20 years and over, labor force participation in 
January 2004 is only 1 percent below the rate at the 
peak of the business cycle in March 2001. In con
trast, participation rates relative to business cycle 
peak participation rates are virtually identical for 
both population groups in previous business cycles.

Because it is the youngest segment of the poten
tial labor force population that is disproportionately 
driving the decline in labor force participation, one 
might also expect a corresponding increase in school 
enrollment. Using the March CPS survey data, I cal
culate that enrollment rates in high school and col
lege for individuals 16 to 19 years old increased from 
80 percent in 2000 to 83 percent in 2003. Over this 
same period, the labor force participation rate for 16 
to 19 year olds fell from 52 percent to 44.4 percent. 
Because young adults have higher average unem
ployment rates than adults in the 20 to 55 age range, 
the larger decline in labor force participation of teen
agers will dampen the rise in the overall unemploy
ment rate.

Large declines in labor force participation over
all and labor force participation among teenagers in 
particular will dampen the increase in the unemploy
ment rate during periods of economic recession. There
fore, I consider how unemployment rates would compare

28 2Q/2004, Economic Perspectives



Labor force participation relative to labor force 
participation at the business cycle peak, 

age 16 years and over

months relative to business cycle peak 

Note: LFP is labor force participation.
Source: Author's calculations using BLS data and smoothing adjustments 
for changes in population estimates over relevant months.

over time if some of those not in the labor force were 
included among the unemployed. Namely, I use the 
trend labor force participation estimates to recalcu
late unemployment rates assuming no change in the 
level of employment, while setting the labor force 
size equal to what it would be at trend la
bor force participation. I calculate this al
ternative monthly unemployment rate as

100 x-
PR^P.-E, 

PR! x P,
where PR! is

the estimate of trend labor force partici
pation, P is the BLS civilian non-institu- 
tionalized population 16 and over, is 
the BLS number of people employed, 
and t indexes the month.

In figure 10,1 plot the official unem
ployment rate, as well as the alternative 
unemployment rate calculated as de
scribed above. As participation rates fall 
below trend during economic recessions, 
the unemployment rate calculated using 
trend-level participation rises above the 
measured unemployment rate. For exam
ple, following the business cycle trough 
in November 2001, labor force participa
tion falls to 62.0 percent in September 
2003 (see figure 7) and the unemployment

rate rises to 6.1 percent (see figure 10). 
For the same month, I estimate that trend 
labor force participation equals 63.0 per
cent. If the participation rate had remained 
at trend, all else equal, the associated un
employment rate would be higher at 6.7 
percent. Similarly, following the trough 
of the 1991 recession, unemployment ris
es to 7.1 percent in December 1991 while 
the unemployment rate associated with 
trend participation equals 7.6 percent.

As shown in figure 10, the increase 
in the unemployment rate during an 
economic downturn is dampened by the 
accompanying decline in labor force par
ticipation. To the extent that the decline 
in labor force participation associated 
with economic downturns may differ 
over time, the official unemployment rate 
may indicate differing amounts of labor 
market strength. In other words, a 6 per
cent measured unemployment rate asso
ciated with a large decline in labor force 
participation relative to trend may reflect 
a weaker labor market than 6 percent 

measured unemployment with a small fall in labor 
force participation. That said, once we consider what 
the unemployment rate might be if labor force partic
ipation remained at trend over all months, the unem
ployment rate in the current economic recovery is

Labor force participation rates relative 
to labor force participation at the business cycle peak, 

age 20 years and over

Source: Author's calculations using BLS employment data and smoothing 
adjustments for changes in population estimates over relevant months.
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still below peak alternative unemployment rates of 
the previous three business cycles.19

Employment-to-population rates
As discussed above, changes in the sampling 

frame of the CPS and the fact that labor market status 
relies on self-definition mean that unemployment rates 
are not necessarily comparable over time. The employ- 
ment-to-population rate, another employment statistic 
produced by the BLS, potentially offers a cleaner mea
sure of the strength of the labor market. While it still 
relies on calculations from the survey data of the CPS, 
it does not suffer from changes in the labor force def
inition due to such things as discouragement during 
economic contraction or workers taking up other in
come opportunities such as SSDI.20 Additionally, one 
can include the institutionalized population in the pop
ulation denominator or make assumptions about the 
employment status of institutionalized persons, as in 
Katz and Krueger (1999), and calculate adjusted em
ployment-to-population rates. Finally, one can also 
adjust the employment rates for hours worked, since 
people are classified as either employed or not, regard
less of part-time/full-time status.

In figure 11,1 plot the monthly employment-to- 
population rate from January 1948 to January 2004, 
including the institutionalized population in the denom
inator, as well as an estimate of the trend employment- 
to-population level.21 The employment-to-population 
rate reached an all-time high of 63.5 percent in April

2000. By September 2003, it had fallen to 60.9 percent. 
Similar to labor force participation, employment to 
population has been trending upward for many years 
in the sample; however, the percentage point changes 
associated with the business cycle are much larger for 
employment-to-population rates. Most recently, em
ployment to population dropped 2.6 percentage points 
from its peak in 2000. Preceding the 1991 recession, 
employment to population reached a peak of 62.3 per
cent in March 1990, falling to 60.4 percent in December 
1991 before rising again. Although the decline from 
maximum employment to population to minimum 
employment to population around the 1990-91 re
cession is somewhat smaller than in 2001, one may 
want to consider how much employment to popula
tion changed relative to trend. The current decline in 
employment-to-population rates may be large in abso
lute value but represent a smaller decline relative to 
trend employment to population.

In order to more clearly assess how employment- 
to-population rates changed relative to trend near the 
business cycles, I plot the detrended employment-to- 
population series (employment to population minus 
trend employment to population) in figure 12. Here, 
one can see that the decline from trend is smaller dur
ing the most recent recession than in the recessionary 
periods of the mid-1970s and early 1980s and quite 
similar to the recovery post-1991. At the beginning 
of 2004, employment to population is 0.6 percentage 
points below trend.

Because it is difficult to determine 
trends at the end of a sample period, I also 
consider the extreme case of setting trend 
employment-to-population rates equal to 
the maximum employment-to-population 
trend rate (62.6 percent) for all months 
after March 1999. This is plotted with a 
black line in figure 12. Using this maxi
mum rate as trend employment to popu
lation makes the current recovery period 
appear somewhat worse than the post- 
1991 recovery period. Employment-to- 
population falls 1.7 percentage points 
below trend compared with 1.1 percent 
below trend in 1992 and early 1993 and 
1.7 and 2.3 percentage points below 
trend in 1975 and 1983, respectively.

Finally, one can use data about hours 
worked per week to adjust annual employ- 
ment-to-population measures to account 
for differences in hours worked. Instead 
of counting individuals as employed or 
not regardless of hours worked, I can
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FIGURE 11

Employment-to-population rate and 
trend employment to population

percent

Notes: NBER dated recession periods are shaded in gray. E-P is employment- 
to-population rate. Trend employment to population is calculated using the 
Christiano-Fitzgerald band pass filter assuming the trend component of the 
series has frequencies of oscillation greater than 12 years.
Source: Author's calculations using monthly BLS labor force data from Haver 
Analytics and Census counts of the institutionalized population.

calculate the share of a 40-hour week an individual is 
employed and use the average employment share as an 
adjusted measure of the employment-to-population rate. 
Those who are not employed have an employment 
share of zero, and those employed 35 hours per week 
have an employment share of 0.875.1 set 
no maximum employment share such that 
individuals working 80 hours per week
will have an employment share of 2.22 
Figure 13 shows both the adjusted and 
unadjusted employment rate series. Un
like employment to population in figure 
11, the institutionalized population is not 
included in calculating the series.

The dark orange line in figure 13 
represents the annual employment-to- 
population rate from the official BLS 
series, 1968 to 2003. The black line 
represents employment to population 
calculated from the March CPS individu
al-level data, and the light orange line 
represents the March CPS series adjusted 
for hours worked. Official BLS employ- 
ment-to-population rates and those calcu
lated from the individual-level CPS data 
are quite similar. Adjusting for hours 
worked reduces the employment-to-pop- 
ulation rate in all years, although the size 
of the gap between the measures differs

over time. From 2000 to 2003, the employ- 
ment-to-population rate drops by 2.4 per
centage points, while the adjusted series 
falls more steeply by 2.9 percentage points. 
Therefore, in addition to the decline in 
the percentage of persons employed, those 
who are employed are working fewer 
hours on average. In contrast, from 1990 
to 1992 both the employment to popula
tion and adjusted employment-to-popula- 
tion rates fell by 1.6 percentage points. 
The 1990 to 1992 period is unusual, how
ever. In all other periods around recessions, 
the series that takes into account hours 
worked falls by more than the rate that is 
not adjusted for hours.23

Taking into consideration labor force 
participation and the employment-to- 
population rates, the current period of 
economic recovery does not look quite as 
dire as some suggest. Participation rates 
have fallen, but they started at high lev
els, remain high by historical standards, 
and did not fall by a historically large 

amount below trend. Similarly, while the employ- 
ment-to-population rate has fallen, it remains above 
60 percent. Depending on assumptions about trend 
levels of employment to population, the current re
covery period is either quite similar to the post-1991

FIGURE 12

Detrended employment to population

Notes: Trend employment to population is calculated using the 
Christiano-Fitzgerald band pass filter assuming the trend component of 
the series has frequencies of oscillation greater than 12 years. Population 
adjustments have been smoothed over relevant months in the underlying 
series. NBER dated recession periods are shaded in gray.
Source: Author's calculations using BLS monthly labor force data available 
from Haver.
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recovery period or somewhat worse. However, the 
fact that there has been no noticeable increase in the 
percentage of people not in the labor force who 
would like a job, particularly compared with other 
recovery periods, lends additional evidence in sup
port of current labor markets being reasonably strong 
for a recovery period by historical standards.

Real earnings
Finally, I consider whether those 

who are employed are worse off than in 
previous recovery periods by looking at 
relative real average hourly and weekly 
earnings.24 In both cases, earnings are for 
production or nonsupervisory workers in 
private industries. The data for real hour
ly earnings are presented in figure 14 as 
a share of earnings at the business cycle 
peak. Similarly, the data for real weekly 
earnings are presented in figure 16 as a 
share of business cycle peak earnings.
Growth in real average hourly earnings 
since March 2001 has been stronger than 
in the 1990-91 recession and recovery 
period. Real hourly earnings in January 
2004 are 2.3 percent above real hourly 
earnings in November 2001. In compari
son, real hourly earnings were 2 percent 
lower in July 1993 than at the business 
cycle peak in July 1990. Averaged over 
the 1970 to 1982 business cycle peaks, 
real hourly earnings were up 1.2 percent 
three years after the business cycle peak.

Real average weekly earnings com
bine wages and hours. In figure 15,1 plot 
the aggregate weekly hours index as a 
share of aggregate weekly hours at the 
peak of the business cycle. Aggregate 
weekly hours are 4.4 percent lower in 
January 2004 than in March 2001. On 
average, aggregate hours three years after 
the business cycle peak equals aggregate 
hours at the peak, and in July 1993, aggre
gate hours were up 1.5 percent relative to 
July 1990. Because hours have not re
covered as quickly as in past recovery 
periods, real average weekly earnings in 
January 2004 are not up as much as real 
average hourly earnings; however, week
ly earnings in January 2004 are 1 percent 
above average weekly earnings in March 
2001. Three years following both the 
1990-91 and the average business cycle 
peaks, real average weekly earnings re

mained below weekly earnings at their respective 
business cycle peaks.

Conclusion

Is the unemployment rate misleading? While there 
are clear reasons to expect that unemployment rates are 
not comparable over time, additional labor market data 
do not suggest that labor market statistics during the 
current period of economic recovery are particularly
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weak when compared with 1991 and earlier periods 
of economic recovery.

All else equal, declines in labor force participa
tion due to increases in disability insurance rolls have 
no effect on employment-to-population 
rates, and similarly, the employment-to 
population rates may be adjusted to in
clude the institutionalized population so 
that increases in incarceration rates do 
not lead to changes in the population. As 
a result, employment-to-population rates 
are not overstated by factors that may 
bias unemployment downward and are 
therefore more comparable over time 
than the official unemployment rate.

Using employment-to-population 
rates to measure relative labor market 
strength, I find that the employment-to- 
population ratios adjusted for changes in 
the institutionalized population remain 
above the lowest levels reached in 1992, 
and comparing employment-to-popula- 
tion rates with estimates of their trend 
levels suggests that the current recovery 
period is somewhat better than 1991

because the decline from trend is smaller. 
The lack of an increase in those not in the 
labor force who say they want a job lends 
additional support to the conclusion that 
labor markets are not particularly weak 
by historical standards. Finally, among 
those employed, hourly and weekly earn
ings growth is stronger than growth rates 
following either the 1990-91 recession 
or the average economic recession.

The current period of economic re
covery has yet to show signs of strong 
growth in jobs typical of past economic 
recoveries. At the same time, however, 
there is little evidence in other labor mar
ket statistics that the labor market in this 
economic recovery is much weaker than 
in previous recovery periods of the past 
30 years. Employment-to-population rates 
are high and the decline from trend was 
not particularly large, the percentage not 
in the labor force who say they want a 

job has not increased, and real hourly and weekly 
earnings are higher relative to levels at the peak of 
the business cycle in 2001.
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NOTES

^oolsbee (2003).

2 The shaded recessions represent the time from the month of the 
business cycle peak to the month of the business cycle trough.

3A discussion of the differences in these surveys can be found in 
Aaronson et al. (2004) in this issue.

4The underlying employment series differs from the published 
series. Adjustments to the number employed due to changes in 
population estimates have been smoothed over the relevant time 
periods in order to more accurately reflect month-to-month 
changes in the number employed. The population adjustments in 
the published data lead to breaks in the series because the BLS 
does not revise past data.

5The NAIRU is the level of employment consistent with a stable 
rate of inflation.

6See Staiger, Stock, and Watson (1997) for estimates of the change 
in the NAIRU over time. See Ball and Mankiw (2002) for a more 
recent discussion of the fall in the NAIRU in the late 1990s.

7The Census Bureau classifies housing units as households, group 
quarters (GQ), or vacant. Institutionalized people are estimates 
of the number of people living in group quarters that are catego
rized as institutions. From 1940 to 1970, GQ are units with five 
or more individuals unrelated to the householder. In 1980 and 
1990, GQ are units with ten or more individuals unrelated to the 
householder. In 2000, the Census defined persons in GQ as those 
living in a list of GQ that is maintained by the Census Bureau. 
Group quarters that are not considered institutions include: mili
tary groups, college dormitories, rooming houses, boarding schools, 
hospitals, religious institutions, and work sites. According to the 
Census 2000 glossary, institutionalized individuals are generally 
classified as “patients” or “inmates.”

8For the subset of the population that is age 16 years and over, 
1.22 percent were institutionalized in 1940 and 1.84 percent were 
institutionalized in 2000. These numbers are based on author’s 
calculations from the census data available through the Inte
grated Public Use Microdata Series from the Minnesota Popula
tion Center (IPUMS).

9This reflects an increase in the correctional institution popula
tion from around 290,000 to roughly two million.

10See U.S. Department of Labor (2002) for more details on the 
technical definitions of labor market status.

11 Actively seeking employment means they had spent some time 
looking for employment during the four weeks ending with the 
reference week. Individuals who have been laid off but expect to 
be recalled are classified as unemployed even if they were not 
searching for employment.

12December data come from Social Security Administration 
(2002) for all years other than 2003. December 2003 data come 
from Social Security Administration (2003).

13Here I assume that a 1.38 percentage point increase in worker 
SSDI recipients as a share of the labor force (the percentage point 
increase between 1984 and 2001) is associated with a 0.5 percent 
decline in measured unemployment (the decline estimated by Autor 
and Duggan, 2003) and that this relationship is linear and holds over

all periods. Between 1990 and 2000, worker SSDI recipients as a 
share of the labor force rises by 1.26 percentage points.

14Measured unemployment rose to a high of 6.3 percent in 2003. 
Extending my version of the Katz and Krueger and Autor and 
Duggan estimates to 2003 suggests that increases in incarceration 
and disability rolls account for a 0.74 percentage point decline in 
the measured unemployment rate.

15Discouraged workers are defined as a subset of the marginally 
attached workers shown above. In the revised CPS data since 
1994, discouraged workers were those who reported that they had 
looked for work in the past year in addition to saying that they 
had not looked for work because they believed no work was 
available, could not find work, lack necessary schooling or train
ing, employer thinks they are too young or too old, or other forms 
of discrimination.

16The percentage of part-time workers who are part-time for eco
nomic reasons has been multiplied by (0.806/1.0983) in all quar
ters prior to 1994 using the multiplicative adjustments suggested 
by Polivka and Miller (1998) to account for the redesign of the 
CPS survey.

17The percentage of the employed who are working part-time for 
any reason also increases during recession and recovery periods; 
however, there was a general increase in the percentage working 
part-time between the late 1960s and early 1980s, followed by a 
decline in the late 1990s. In the late 1960s, just over 15 percent 
of the employed worked part-time; from 1985 to 1995 the per
centage averaged 17.8 percent; by 2000 the share working part- 
time had fallen to 16 percent.

18Trend labor force participation is calculated using the band pass 
filter of Christiano and Fitzgerald (2003). Trend participation is 
defined as frequencies of oscillation greater than 12 years.

19The 2001 and 1990-91 recessions also look quite similar if I 
assume instead that the labor force participation rate never falls. 
Under this assumption, the peak alternative unemployment rates 
following the 2001 and 1990-91 recessions are 8.1 percent and 
8.0 percent, respectively.

20This assumes that increases in labor force participation do not 
cause increases in employment. If participation does cause em
ployment, declines in labor force participation would lead to de
clines in the employment-to-population rate as well.

21Trend employment-population rates are estimated using the 
Christiano and Fitzgerald (2003) band pass filter to subtract off 
frequencies of oscillation less than 12 years.

22If the employment share is set to one when hours exceed 40 per 
week, the series looks quite similar. It ranges from 5 percentage 
points to 6.5 percentage points below the adjusted series shown, 
although the gap is growing over time.

23The decline in hours combined with the decline in employment 
leads to a decline in aggregate hours worked, which can be seen 
in figure 15.

24The BLS data on average hourly and weekly earnings are from 
Haver Analytics. The series are converted to real 2003 dollars us
ing the Consumer Price Index for urban wage earners and clerical 
workers, also available from Haver Analytics.
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Can sectoral reallocation explain the jobless recovery?

Daniel Aaronson, Ellen R. Rissman, and Daniel G Sullivan

Introduction and summary
Recent employment trends are puzzling.1 Historically, 
the number of nonfarm jobs has grown rapidly follow
ing the end of a recession. For instance, during each 
of the five recessions of the 1960s, 1970s, and 1980s, 
it took less than four months for employment to ex
ceed its level at the end of the recession (“the trough”). 
On average, 26 months into those recoveries, employ
ment was 5.4 percent higher than at the end of the re
cession and 3.6 percent higher than at the previous 
expansion’s peak.

Employment growth was much weaker after the 
recession of the early 1990s, when it took 14 months 
for the number of jobs to return to the level reached 
at the trough and an additional nine months before it 
exceeded the previous expansion’s peak. Even 26 months 
into that recovery, employment was only 1.8 percent 
above the trough. Moreover, job growth has been even 
more disappointing since the most recent recession. 
As of January 2004, 26 months into this recovery, 
nonfarm payrolls are actually 0.5 percent below those 
of November 2001, the date the National Bureau of 
Economic Research says the recession ended.

Many analysts have attributed this surprisingly 
weak employment performance to an increased need 
for sectoral reallocation. According to this theory, an 
accelerating pace of structural change has greatly in
creased the number of workers forced by job loss to 
make major career transitions. Because securing a new 
job in a different economic sector often takes a significant 
amount of time, the theorized increase in the need for 
sectoral reallocation is thought to have temporarily raised 
unemployment and restrained employment growth.

It is important to note that sectoral reallocation is 
not new, nor in the long run is it a bad thing. In a well
functioning economy, the growth in international trade, 
shifts in product demand, and productivity growth that 
varies across sectors all imply that resources constantly

need to be reallocated from one part of the economy to 
another. Recent research shows that such reallocation 
is an important contributor to overall productivity 
growth and, thus, to rising living standards.2 Conse
quently, in the long run, reallocating workers to their 
most productive use greatly benefits the economy.

However, in the short run, reallocation is costly.3 
Workers displaced from contracting sectors of the 
economy need to spend time searching for new jobs. 
This can take substantial time and resources, especially 
if workers’ old skills do not match those demanded 
by firms in expanding sectors. Thus, an increased need 
for sectoral reallocation may temporarily increase the 
economy’s natural rate of unemployment and lower 
its rate of employment growth.

The notion that the U.S. is currently experiencing 
an increased need for sectoral reallocation is at least 
superficially consistent with a number of recent devel
opments. In particular, certain segments of the economy, 
most notably manufacturing, have seen particularly 
large declines in employment.4 In addition, there has 
also been much discussion of possible increases in 
“outsourcing,” “offshoring,” and other employment 
practices that could increase worker displacement. 
Especially prominent have been claims, largely un
documented to date, that, because of the development 
of the Internet, workers in many service and techni
cal occupations that were formerly relatively isolated 
from international competition are now being replaced 
by workers in countries such as India or China.

Daniel Aaronson is a senior economist and economic 
advisor, Ellen R. Rissman is an economist, and Daniel G. 
Sullivan is a vice president and senior economist at the 
Federal Reserve Bank of Chicago. The authors would like 
to thank Bill Lincoln for research assistance and Bhashkar 
Mazumder and Craig Furfine for their helpful comments 
and suggestions.
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It is not clear, however, that the need for sectoral 
labor reallocation is especially great right now. As 
we have noted, reallocation is always occurring in a 
dynamic economy, and while it is true that manufac
turing has been hit hard recently, this sector is always 
severely impacted by recession.5 Moreover, the loss 
of jobs to foreign competition is hardly new. There 
has been a long history of concern over job losses to 
Japan, Korea, Mexico, and a host of other countries, 
even while employment has continued to expand.

In this article, we reconsider the case for sectoral 
reallocation’s role in the “jobless recovery.” We begin 
by reviewing previous work on measures of sectoral 
reallocation. This includes evidence on the extent of 
worker displacement, reasons for unemployment, and 
job creation and job destruction, as well as statistical 
models of reallocation based on readily available in
dustry-level employment data. We offer a critique of 
these measures, with a particular emphasis on the re
cent contribution of Erica Groshen and Simon Potter 
(2003), the study most often cited by those who iden
tify sectoral reallocation as the cause of the recent “job
less recovery.” Finally, we offer new evidence of the 
extent of sectoral reallocation based on the methodolo
gy of Rissman (1997).

Our conclusion is that there is little evidence of 
an increase in sectoral reallocation. Groshen and Pot
ter have unearthed some interesting clues about what 
factors may be leading to jobless recoveries, but we 
do not believe that the statistic that they identify— 
the correlation between employment growth rates dur
ing and after recessions—is a particularly close proxy 
for sectoral reallocation. In addition, we find that other, 
more traditional measures of sectoral reallocation based 
on changes in industry employment shares actually rose 
less during the most recent two recessions than in pre
vious recessions. Moreover, those measures declined 
to normal levels relatively promptly once the recent 
recessions ended. These results hold even after appropri
ate adjustments for business cyclical effects and are not 
particularly sensitive to the treatment of such factors 
as long-run trends in industry employment shares.

This negative result for reallocation across indus
tries does not necessarily imply that other forms of 
reallocation have not been more significant recently. 
It is possible, for example, that there has been an in
crease in the number of workers forced to make ma
jor career transitions, but that those transitions have 
involved changing occupations or geographic regions, 
rather than industries. However, it would be somewhat 
surprising if there were a major increase in labor reallo
cation that did not result in a marked increase in in
dustrial reallocation, and there is some limited evidence

that the level of overall reallocation of workers across 
firms is currently relatively low. Thus, economists 
should continue to look for other explanations for the 
disappointing employment growth of the last two years.

Measures of sectoral reallocation
Although the concept of sectoral reallocation is 

easily stated, measuring its extent is very difficult in 
practice. Ideally, one would like to identify those workers 
or categories of workers who have lost their jobs be
cause of structural change and to know to what extent 
those workers’ skills differ from those necessary to 
fill available openings. Unfortunately, such ideal data 
do not exist and economists have been forced to rely 
on proxy measures that they hope are proportional to 
the amount of unemployment caused by sectoral reallo
cation. These have most often been based on transfor
mations of industry-level employment totals. Such is 
the case with the measure proposed by Groshen and 
Potter (2003), as well as those of Lilien (1982) and 
Rissman (1997). Before turning to such measures, how
ever, we briefly discuss some other data that might 
shed light on how the extent of necessary structural 
reallocation has varied over time.

Displacement rates
Perhaps the best source of data on the number of 

workers negatively impacted by structural change in 
recent years is the Displaced Worker Survey (DWS), 
a biennial supplement to the Bureau of Labor Statis
tics’ (BLS) Current Population Survey that asks re
spondents if they have lost a job in the past three years.6 
Job losses are assigned to six possible reasons. In 
most cases, job loss is attributable to one of the three 
standard reasons—plant or company closing down or 
moving, position or shift being abolished, and insuf
ficient work—and therefore may be the consequence 
of structural change.

Aaronson and Sullivan’s (1998 and 2003) analysis 
of the DWS shows that the fraction of high-tenured 
workers suffering job loss was relatively high in the 
late 1990s, especially given what were otherwise very 
favorable labor market conditions. This finding is sug
gestive of a relatively high degree of sectoral reallo
cation during that period. Unfortunately, the DWS 
data are only available through 2001. Moreover, avail
able tabulations only provide displacement rates for 
the combined 1999-2001 time period and, thus, do 
not permit an analysis at the shorter time horizons that 
would be necessary to evaluate the role of displace
ment in contributing to weak employment growth 
following the recession.7
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Reasons for unemployment
Figure 1 shows the percentage of the labor force 

reported unemployed due to temporary and permanent 
layoffs. As Groshen and Potter (2003) note, the last 
two recessions did not see the kind of significant in
crease in temporary layoffs that was typical of previous 
recessions. They interpret this finding as being con
sistent with structural change having played a more 
prominent role in the last two recessions.

The declining usage of temporary layoffs, from 
which workers can be quickly recalled, may have played 
some part in reducing the speed with which employ
ment declines are reversed after recessions. But, even 
in earlier recessions, only a minority of unemployed 
workers were on temporary layoff and the fall in the 
proportion of the unemployed on temporary layoff 
isn’t large enough to explain a major portion of the 
decline in post-recession employment growth. For in
stance, the number of workers on temporary layoff 
fell by the equivalent of 1.3 percent of total household 
employment in the two years after the 1982 trough, 
compared with drops of only 0.3 percent and 0.1 per
cent, respectively, following the 1991 and 2001 re
cessions. While that is a substantial change, it is not 
large compared with the difference in overall employ
ment growth following the 1982 and subsequent re
cessions, which was roughly 8 percent in the two years 
after the 1982 trough but only 1.3 percent after the 
1991 trough and only -0.6 percent after the 2001 trough.

Moreover, it seems more reasonable to identify 
sectoral reallocation not with a low level of temporary

layoffs, but rather with a high level of permanent lay
offs. And, as figure 1 shows, during the last two re
cessions, the fraction of the labor force unemployed 
due to permanent layoffs did not rise to historically 
high levels. In fact, the peak in permanent layoffs 
during the early 1990s recession was far below that 
of the 1981-82 recession, and the peak of permanent 
layoffs during the most recent recession was also be
low that of the 1975 recession. Thus, we do not view 
the data on reasons for unemployment as offering 
support for the theory that sectoral reallocation is the 
cause of the jobless recoveries

Job reallocation data
The Bureau of Labor Statistics’ new Business Em

ployment Dynamics data offer another perspective 
on sectoral reallocation. These data build on previous 
work by Davis and Haltiwanger (1990) and Davis, 
Haltiwanger, and Schuh (1996) quantifying the extent 
of “job creation” and “job destruction” in the manufac
turing sector using data from the Longitudinal Research 
Database of the Center for Economic Studies of the 
Census Bureau. In this work, job creation refers to the 
total increase in quarterly employment at manufactur
ing establishments that increase their employment or 
are newly opened, and job destruction refers to the total 
decline in quarterly employment at establishments that 
decrease employment or close. The net increase in 
employment is the difference between job creation and 
job destruction, while the sum of job creation and job 
destruction is referred to as total job reallocation.

Davis and Haltiwanger (1990) and Davis,
Haltiwanger, and Schuh (1996) examine 
job creation and job destruction over the 
business cycle. They find that manufactur
ing job destruction is strongly countercy
clical but that manufacturing job creation 
is only mildly procyclical. Unfortunately, 
their data do not seem to have been updat
ed past 1993. Moreover, the data’s narrow 
focus on manufacturing does not allow an 
assessment of reallocation across all indus
trial sectors.8

Recently, however, the Bureau of 
Labor Statistics began releasing quarterly 
statistics on job creation and job destruc
tion for the entire economy. A weakness 
of this important new data source is that 
it only begins in 1992, so it covers only 
the most recent recession. While this means 
we cannot use it to determine whether the 
behavior of job creation or destruction 
during the current cycle is unusual, the 
new Business Economic Dynamics data
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offers some important clues about the nature of the 
current period of weak employment growth.

As figure 2 displays, the rate of job destruction 
(as a share of employment) surged during the recession, 
but the most recent data, for the second quarter of 2003, 
show that job destruction has fallen to the lowest level 
since 1994. What has prevented net employment growth 
from being more robust is a continuing low level of 
job creation.9 This finding seems at odds with the hy
pothesis that the current period is one of extensive job 
reallocation. Indeed, total job reallocation, as measured 
by the sum of job creation and job destruction is at 
its lowest level in the ten-year history of the series. 
To square the results in figure 2 with an important role 
for sectoral reallocation in the post-recession period, 
one could argue that the job destruction that occurred 
during the recession created an unusual degree of mis
match between the skills of those out of work and those 
required in expanding firms and that, consequently, 
the economy is still heavily affected by those job losses. 
This is possible, but there is little evidence to support it.10

Dispersion in industry growth rates
As we have noted, most previous research over 

the last twenty years has utilized readily available in
dustry-level employment data to attempt to identify 
the extent of sectoral reallocation. The seminal paper 
is Lilien (1982). Lilien reasons that in the absence of 
sectoral reallocation, all industries’ employment will 
grow at the same rate. By contrast, when labor is being 
reallocated across industries, expanding industries will 
grow faster than average and contracting industries 
will grow more slowly.

Job creation and job destruction

This reasoning leads Lilien to propose a measure 
of sectoral reallocation based on the standard devia
tion across industries in employment growth rates:

of =

where gu is employment growth in industry i at time 
/, g( is aggregate employment growth, and v(is the 
share of total employment in industry z at time /. 11 
If all sectors grew at the same rate, Lilien’s measure 
would be zero. The measure is always positive and 
larger when individual industry employment growth 
rates diverge more from the average. The idea is that 
changing shares of workers in industries should 
closely parallel the need for reallocation.

Figure 3 shows the Lilien measure of sectoral re
allocation from the first quarter of 1960 through the third 
quarter of 2003.12 Clearly, Lilien’s measure of sectoral 
reallocation is countercyclical; there is more movement 
of employment across industries during recessions than 
expansions. This is consistent with the notion that the 
need to reallocate workers implies an increase in cost
ly search that reduces output and raises unemployment.

The figure also shows that Lilien’s measure of 
sectoral reallocation rose during the most recent re
cession, as well as the previous one that occurred in 
the early 1990s. However, the increase in his measure 
of reallocation was not nearly as great as in the previous 
five recessions. Moreover, the reallocation measure 
declined relatively quickly after the last recession and 
has been at quite a low level over much of the most 

recent jobless recovery.13 These results 
clearly run counter to the idea that the job
less recovery is the result of extensive sec
toral reallocation.

Abraham and Katz (1986) criticize the 
Lilien measure of sectoral reallocation as 
confounding cyclical with sectoral changes. 
They note that business cycles exert a pre
dictable pattern of effects on the distribu
tion of employment across industries. In 
particular, employment growth in goods- 
producing industries typically declines 
more during economic downturns than 
employment growth in service-producing 
sectors. This pattern implies increased 
dispersion in industry employment growth 
during contractions and reduced dispersion 
during expansions, even if there is no ac
tual impact of reallocation on total employ
ment. Consequently, sectoral reallocation
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as measured by Lilien captures both the process of 
sectoral reallocation and the normal employment flows 
of the business cycle. Hence, we cannot be certain 
that a high measured value of dispersion in employ
ment growth is a signal of anything other than low 
economic activity.

Some authors, including Loungani, Rush, and 
Tave (1990) and Rissman (1993), have attempted to 
control for the cyclicality of industry employment 
growth in order to create a measure that reflects only 
sectoral reallocation. The essential notion is that cycli
cal effects are temporary, whereas structural change 
is permanent.14 Loungani et al. focus on dispersion in 
stock prices with the belief that stock prices are forward 
looking and are good predictors of industries that are 
waning or waxing. Furthermore, stock prices are as
sumed to be unaffected by short-term factors. Rissman 
instead decomposes changes in employment shares 
into temporary or short-term movements versus per
manent or long-term movements. Even after control
ling for cyclical variation in this way, Rissman notes 
that sectoral reallocation seems to increase around 
the time of business cycle contractions.

Groshen and Potter’s measure of industrial 
reallocation

The study most often cited by those who identify 
sectoral reallocation as the cause of this jobless recov
ery is that of Groshen and Potter (2003), henceforward 
GP.15 Their measure uses data similar to that employed 
by Lilien, but it differs from previous measures in sev
eral respects. One distinction is in its utilization of data 
at the higher, two-digit, degree of disaggregation, for

which there are 70 industries.16 However, 
the bigger difference is in how the indus
try data are used. Rather than measuring 
dispersion in industry growth rates, GP 
measures the correlation across industries 
in growth rates over two periods of time— 
during a recession and during the year 
following a recession.

Let gj' be employment growth in 
industry i during a particular recession 
and let g* be the industry’s employment 
growth rate in the year following the re
cession.17 Also let g'and g be the corre
sponding aggregate employment growth 
rates. GP’s measure of sectoral realloca
tion is the proportion of employment 
accounted for by industries with either 
g- > g andg/ > gcor gf <g'and g/< gCB 
That is, they measure the proportion of 
employment that is accounted for by in

dustries that are either growing faster than average in 
both periods or growing more slowly than average in 
both periods.19 As shown in table 1, GP identify sec
toral reallocation with an industry’s presence in quad
rant 1 (greater than average job growth during both 
the recession and early recovery) or quadrant 4 (less 
than average job growth during both the recession and 
early recovery). If, across industries, the correlation 
between growth in the two periods is higher, then their 
measure will tend to be higher. Indeed, their measure 
is sometimes called the “quadrant correlation,” because 
it is based on the proportion of observations in the 
various quadrants in table 1.

GP motivate the quadrant correlation as a mea
sure of structural change by noting that structural changes 
tend to be long-lived phenomena that are not quickly 
reversed. Thus, in industries in which structural adjust
ments are especially significant, g' -g' and g'-g" 
will tend to have the same sign. That is, if structural 
change is positively impacting an industry, it will 
tend to experience above-average employment growth 
in both periods. Conversely, if structural change is neg
atively impacting an industry, it will tend to experience 
below-average employment growth in both periods. 
Thus, intuitively, if the proportion of industries in 
which g' -g' and g--ge have the same sign is high 
(quadrants 1 and 4), then employment fluctuations 
may be dominated by structural influences.

The first row of table 2 shows the values of the 
GP measure for the last four recessions, where the “double 
dip” recessions of 1980 and 1981-82 are combined 
into one long recession.20 Clearly, during the last two 
cycles, a higher fraction of workers were in industries
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TABLE 1

Groshen and Potter sectoral reallocation

Job growth in year after recession

Greater than average

(^>^)

Less than average

Less than average < gr) 

Quadrant 2

Quadrant 4
G&P sectoral reallocation

Job growth in recession

Greater than average (gr > gr) 

Quadrant 1
G&P sectoral reallocation

Quadrant 3

in which employment growth was either above average 
in both the recession and recovery or below average 
in both periods. For the 1975 and 1980-82 recessions, 
the proportions were 42 percent and 44 percent, re
spectively, while for the 1990-91 and 2001 recessions, 
the figures were 67 percent and 70 percent, respectively.

Are differences of the above magnitude statisti
cally meaningful or could they be the result of random 
fluctuations?21 One very rough way to gain an appre
ciation of the uncertainty in the GP measure is to com
pute the statistic for slightly different periods. Thus, 
row 2 of the table shows the same statistic computed 
using the business cycle peak for the start of the re
cession and the business cycle trough for the start of 
the expansion, rather than the month after these two 
dates as in GP.22 Making this small change to the def
inition of the statistic changes the values for the vari
ous recessions by between two and ten percentage 
points. Clearly, the GP statistics are subject to substan
tial variability. However, the difference in the GP sta
tistic between the recessions of the 1970s and the 1980s 
and those of the 1990s and 2000s is of a somewhat 
larger magnitude. Thus, the increase in table 2 does 
likely represent an actual change rather than a purely 
random fluctuation.

While the GP statistic has some intuitive appeal, 
there are reasons why it is not likely to be a close proxy 
for sectoral reallocation. In particular, it is not sensi
tive to the magnitude of the across-industry variabili
ty of employment growth. That is, the value of the

statistic does not depend on how far above or below 
average the various industry growth rates are. This is 
a major weakness because the need for sectoral adjust
ments is likely to be greater when individual industries 
are growing at rates that differ more from average.

To see the significance of the GP statistic’s insen
sitivity to scale, consider two scenarios for an econo
my with three industries, called A, B, and C. In the first 
scenario, industry As employment growth during the 
recession is -2.1 percent, while its growth during the 
following year is 1.9 percent. For industry B, the fig
ures are -2.0 percent and 2.0 percent, respectively, and 
for industry C, they are -1.9 percent and 2.1 percent, 
respectively. If the industries each start with one-third 
of the employment, then the total growth rates would 
be -2.0 percent and 2.0 percent (approximately) and 
the GP statistic would be equal to two-thirds.22 In the 
second scenario, the three industries again start with 
employment shares of one-third, but the growth rates 
are -12 percent and -8 percent for industry A, -2 per
cent and 2 percent for industry B, and 8 percent and 
12 percent for industry C. In the second scenario, aver
age growth rates are still -2.0 percent and 2.0 percent 
(approximately) and the GP statistic is again two-thirds. 
However, the amount of sectoral reallocation is likely 
to be much greater in the second scenario, in which 
more than 6 percent of total employment has shifted 
from industry A to industry C, than in the first sce
nario in which the shift in employment is only about 
one-tenth of a percent. Thus, the GP statistic misses

Groshen-Potter and related statistics for recent recessions
TABLE 2

Mid-1970s Early 1980s Early 1990s 2001

Groshen-Potter statistic 42% 44% 67% 70%

Standard recession and expansion dating 52% 46% 65% 75%

GP12 statistic (quadrant correlation for 12-month forward 52% 36% 66% 66%
and backward growth rates) at recession trough
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an aspect of industry growth rates that can be impor
tant for assessing sectoral reallocation.

Empirically, differences over time in the variabili
ty of employment growth rates are likely a very sig
nificant concern. Indeed, the Lilien measure, shown 
in figure 3, showed that the across-industry standard 
deviation in employment growth rates was much high
er during the early recessions than the later ones. Thus, 
the GP statistic, which is insensitive to this kind of vari
ation, does not accurately reflect the relative degree of 
sectoral reallocation in the earlier and later recessions.

Neither can one point to a historical track record 
in which the GP statistic is highly correlated with em
ployment growth. Of course, employment growth in 
the expansions following the last two recessions was 
much lower than employment growth in the previous 
recessions. So, the fact that the GP statistic was high
er in the latter two recessions is suggestive of a nega
tive relationship between it and employment growth 
in the early part of expansions. However, four data 
points do not seem adequate to judge the relationship 
between the GP statistic and employment growth.

In order to get a clearer picture of the relation
ship between the GP statistic and employment growth, 
we computed a version of the GP statistic for each 
date, regardless of whether it corresponded to a re
cession trough. Specifically, for each month /, let gf 
be employment growth in industry z between t and 
t - 12 and let gf be the industry’s employment 
growth from t to t + 12. Also let g6 and gf be the 
corresponding aggregate growth rates. Then, 
we computed GP12(, the percentage of 
employment in industries in which either 
gf >gb andgf >gf or gf <gb w\Ag{ < gf.
Values of GP12( for the months correspond
ing to the recession troughs are shown in 
the third row of table 1. Because recessions 
typically last about 12 months, these values 
are similar to those in the other rows.24

Figure 4 shows the value of the GP 12 
statistic since 1968. In addition, the versions 
of the GP statistic shown in table 1 are 
marked with squares at the dates of reces
sion troughs. Several points are clear from 
figure 4. First, 70 percent is a fairly typical 
value for GP12. Thus the values recorded 
for the trough of the last two recessions are 
not unusual when judged relative to the full 
history of data. Second, high values of the 
GP12 statistic often occur during periods 
of rapid employment growth such as the 
late 1990s. Thus a high value of GP12 in 
recent months would not necessarily have

led one to expect poor employment growth. Third, 
the GP12 statistic typically increases fairly sharply 
during the first several months of an expansion. The 
current expansion does not seem to an exception to 
that rule. Finally, in addition to dropping around the 
time of a recessionary trough, the statistic tends to 
drop some time near the peak of the business cycle, 
often a few months before. The drop that occurred 
before the most recent recession is reasonably com
parable to previous pre-recession drops. Thus, if we 
were to use the GP12 statistic to judge sectoral real- 
location near the peak, we would find no difference 
in this recession.

To conclude, our analysis of the GP statistic sug
gests that, while it may have identified some intriguing 
differences between the two most recent recessions 
and those that preceded them, there are several reasons 
why it is unlikely to provide an accurate assessment 
of the extent of sectoral adjustment in the economy.

A better measure of sectoral reallocation

Rissman (1997) develops an alternative method
ology for assessing the extent of sectoral reallocation 
that is similar to the Lilien measure, but with an allow
ance for cyclical fluctuations that addresses the criti
cism of Abraham and Katz. Her measure is based on 
a decomposition of the time series of industry employ
ment share growth rates into three components. Fig
ure 5 illustrates this decomposition for a particular 
industry, durable manufacturing. This chart shows
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employment growth in durable manufacturing less 
aggregate nonfarm employment growth for 1961 to 
the present.25 Negative numbers indicate that the in
dustry’s employment share is falling, while positive 
numbers indicate that its employment share is rising.

The first factor in the decomposition reflects the 
long-term trend of employment into growing sectors 
and out of declining sectors. In durable manufacturing, 
there is a clear long-run decline in employment share. 
This is shown by the black line, which indicates that 
on average over the last 43 years employment growth 
in durable manufacturing was 2 percent per year lower 
than aggregate employment growth. Both technolog
ical progress and increased imports have contributed 
to this trend. The movement of employment out of 
durable manufacturing is structural in the sense that 
reallocation is occurring. However, given its predict
ability and relatively slow pace, the trend loss of jobs 
is perhaps not as disruptive to employment or output 
growth as are unpredictable, idiosyncratic changes in 
employment share.

Second, as noted by Abraham and Katz (1986), 
there are predictable movements of employment into 
and out of certain industries over the business cycle. 
For example, in durable manufacturing, there is a 
clear procyclical pattern to growth in the industry’s 
share of employment. Due to a lull in demand for du
rable goods, employment falls sharply during reces
sions and, once demand picks up, increases during 
recoveries. A similar procyclical pattern occurs in the 
other goods-producing sectors of the economy. In the 
service-producing sectors, the opposite
occurs.

Again, arguably, fluctuations in em
ployment shares due to the business cy
cle may not be overly disruptive because 
they are reversed fairly quickly as the 
economy recovers. While job matches 
are destroyed, similar ones are recreated 
within a fairly short period. During the 
interim, the unemployment rate rises be
cause workers are laid off. However, as 
the economy improves and conditions re
turn to “normal,” the unemployed are able 
to locate new work relatively quickly with
out having to invest in the acquisition of 
new skills or to move in search of work.

The third general basis for sectoral 
reallocation, and likely the most disrup
tive for labor markets, is unanticipated 
movement of workers across industries.
That is, reallocation across sectors that 
occurs for reasons unrelated to the

business cycle or long-term secular reasons. These 
movements could be thought of as transformational 
changes to a firm or industry due to restructuring, re
organizations, or other factors that might shift inputs 
to more valuable sources. Employment changes like 
these are likely to be the most disruptive to the labor 
market because they are not predicable (unlike long
term trends) but are permanent features of the land
scape (unlike cyclical trends).

The above discussion suggests a general model 
of industry employment growth net of aggregate em
ployment growth given by the following:

1) Alnv^g;,-g( = a+C, + ey(,

where the share of employment in industry i at time t 
is given by Sjt and there are z = 1, ..., / industries in the 
economy. According to this specification, net industry 
employment growth depends upon a long-term trend 
captured by the term a.. (For durable manufacturing, 
we would expect this term to be around -2.0, reflect
ing the sector’s long-term employment decline.) For 
expanding industries, a. is positive. The cyclical com
ponent for the z'th industry is given by the term C.(. We 
more formally describe the procedure used to gener
ate estimates of C.( below. Finally, the idiosyncratic 
movement in employment growth in industry i relative 
to aggregate employment growth is captured by the 
term These idiosyncratic shocks reflect unanticipat
ed permanent changes in the industry’s employment 
share that are unaccounted for by either the industry’s
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long-term trend or the business cycle. The idiosyn
cratic shocks are assumed to be serially uncorrelated 
and uncorrelated with each other, have mean 0, and 
constant variance of o2.

By ignoring the cyclical component, as Lilien 
(1982) does, we would overstate the importance of 
the idiosyncratic term. Put more simply, if we disre
gard the effect of the business cycle on durable man
ufacturing, for example, we interpret all variation in 
durable manufacturing’s employment share as sectoral 
reallocation—even if some of it is clearly related to 
the business cycle and is temporary. By carefully model
ing the effect of the business cycle on industry employ
ment growth, we are able to address the Abraham and 
Katz (1986) critique and control for the effect of the 
cycle on the industrial composition of employment. 
This does not mean that sectoral reallocation will not 
be correlated with the business cycle. In fact, sectoral 
reallocation may occur when the opportunity cost is 
lowest, that is, during recessions. However, it is im
portant to first obtain a good measure of the cycle C.( 
and its effect upon the industry.

There are many possible ways to measure the 
business cycle, C.f One possibility is to let the cyclical 
component be measured by deviations of real gross 
domestic product (GDP) growth from trend. This mea
sure is easily calculated and would be appropriate if 
the employment cycle were coincidental with this 
measure. However, as documented earlier, employment 
growth has been slow to recover, unlike other measures 
of cyclical activity.26

By using an output-based measure of economic 
activity such as detrended real GDP growth to capture 
the cycle, we may mismeasure the cycle and misin
terpret the results. For example, suppose that the most 
appropriate measure of the cycle for analyzing changes 
in industry employment growth is an activity-based 
measure, but instead an output-based measure is em
ployed. Now suppose that the two measures coincide 
for much of the period with the exception of the most 
recent expansion, during which the two diverge. For 
an industry like durable manufacturing that is coun
tercyclical, the output-based measure would attribute 
current low net employment growth to negative shocks 
e.t. In contrast, the activity-based measure would at
tribute the same low net employment growth in dura
ble manufacturing to low economic activity. Which 
of these measures to use becomes a difficult and pivotal 
question.

Rissman notes that business cycles—however 
defined—are characterized by comovements in eco
nomic activity across industries.27 Thus, during a re
cession goods-producing industries tend to shrink

and service-producing industries to grow in employ
ment share. She uses these comovements across in
dustries to identify and calculate an alternative measure 
of the cycle. This measure does not rely on infor
mation about output, such as real GDP, nor does it 
depend upon aggregate employment growth. Instead, 
it depends upon the distribution of employment shares 
across industries and how these employment shares 
shift relative to one another over time. The idea is 
to let the cycle be described by certain consistent 
patterns of shifts in the distribution of employment 
across industries.

As currently specified, equation 1 cannot be es
timated without further restrictions. Rissman (1997) 
suggests the following, which is based upon work 
by Stock and Watson (1989):

2) C., = A(£)C,

3) Ct MjC , + ^C+h.

There is a common cycle C( that follows an 
AR(2) process. The cycle is permitted to affect each 
industry differently through the parameters of b.(L), 
which is a polynomial in the lag operator. This speci
fication offers a great deal of flexibility in character
izing the effect of the cycle on an industry’s net 
employment growth. The cycle is permitted to have 
a leading effect in some industries while it lags in 
others. The magnitude of the effect of the cycle on 
an industry’s employment growth is also permitted 
to vary. The Kalman filter is used to obtain estimates 
of the parameters of the model.28 Estimates of the 
cycle can be constructed easily from the parameter 
estimates. Details of the estimation can be found in 
Rissman (1997).29

Sectoral reallocation is the result of both long
term trends (the a/s) and unanticipated shocks (the 
e,7's). Yet, these long-term trends have been occurring 
for many, many years. For example, the share of em
ployment in goods-producing industries has been 
falling steadily since the 1950s. So sectoral reallocation 
has been a feature of the economic landscape for 
decades. For sectoral reallocation to explain the unusu
ally low current employment growth, it must be that 
currently the idiosyncratic shocks are abnormally large.

Analogous to Lilien (1982), Rissman proposes 
a measure of sectoral reallocation based on the esti
mates of e.f Specifically,
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The term s’_j is industry z’s acyclic employment 
share at time /-l. These employment shares are hypo
thetically what the industry’s employment share would 
have been if the employment cycle was held constant 
at a value of 0, implying neutral growth. These acy
clic employment shares would depend only on the 
industry’s long-term trend and idiosyncratic shocks. 
The ea’s are estimates of the idiosyncratic shocks 
for each of the z industries obtained from the Kalman 
filter estimation exercise. The dispersion measure in
cludes services.30 The calculation relies upon unan
ticipated variation in the composition of industry 
employment growth. Long-term structural change 
affects the measure only through its effect on the 
acyclical employment shares. Because of its construc
tion, the measure directly addresses the Abraham and 
Katz critique of Lilien’s construct.

An alternative measure that is somewhat in between 
those proposed by Lilien and Rissman is given by:

5)

This measure calculates variation in the compo
sition of industry employment growth that is unrelated 
to the normal shifts that occur as the result of the cy
cle. It is a broader measure of sectoral reallocation in 
that it includes long-term change in industry employ
ment shares as a sectoral shift. This is reflected both 
in the weight and in the inclusion of a. separately.31

Figure 6 shows these two different summary 
measures of sectoral reallocation. The 
first, the orange line in figure 6, is a four- 
quarter moving average of the o’, where 
the weights are smoothly declining and 
sum to one.32 First, note that sectoral re
allocation coincides with the business cy
cle (even after netting out typical cyclical 
movements across industries), suggesting 
that restructuring and reorganization is 
more common during bad times when it 
may be less costly or that worker reallo
cation actually contributes to aggregate 
downturns. The last recession was not an 
exception. The structural component of 
sectoral reallocation rose from an aver
age of 1.38 in 2000 to 2.14 during the 
trough quarter. But the level of sectoral 
reallocation fell back to pre-recession 
levels within two quarters of the end of 
the recession. Furthermore, the peak was 
significantly lower than it has been in

previous recessions.33 In fact, this measure has been 
in decline since the mid-1980s. This is consistent 
with other research suggesting a fall in economic 
volatility starting from the mid-1980s.34

The black line in figure 6 plots a more comprehen
sive measure of sectoral reallocation by including the 
long-term trend components along with the idiosyn
cratic shocks. This measure is found in equation 5. The 
line shown is again a four-quarter moving average. While 
this measure peaks during the most recent recession, 
the level of sectoral reallocation suggests no unusually 
large increase during either of the two recent jobless 
recoveries, at least relative to the 1970s and 1980s.

Conclusion

Our findings do not support the theory that the 
need to reallocate labor across industrial sectors has 
been particularly great during the last two recessions 
or the jobless recoveries that followed. We base this 
conclusion primarily on two pieces of evidence.
First, we do not believe that the widely cited statistic 
that Groshen and Potter identify provides an accurate 
assessment of the extent of sectoral adjustment in the 
economy. Conceptually, their proposed measure 
does not capture the cyclical element of industry em
ployment dynamics that is likely to be an important 
component of sectoral reallocation. Moreover, empir
ically, their measure is subject to substantial variabil
ity, depending on the exact period over which it is 
computed. Small changes in the length of the win
dow, the dating of business cycle turning points, or 
the weighting of the industries may lead to different
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results. The second piece of evidence comes from ex
panding the work of Rissman (1997). After control
ling for cyclical variation in industry employment 
growth, we find that reallocation of employment 
across industries has declined, not increased, over the 
past two business cycles.

That, of course, does not necessarily imply that 
other forms of sectoral reallocation have not been 
more significant. It is possible, for example, that there 
has been an increase in the number of workers forced 
to make major career transitions, but that those tran
sitions have involved changing occupations or geo
graphic regions, rather than industries. However, it 
would be somewhat surprising if there were a major 
increase in a form of labor reallocation that did not 
result in a marked increase in industrial reallocation. 
For example, suppose that the occupational mix has

shifted to favor more highly skilled workers. By fo
cusing on the industrial mix rather than the occupation
al mix, the analysis may miss an important aspect of 
the reallocation picture. However, to the extent that 
industries differ in their occupational mix, echoes of 
occupational reallocation would be found in the indus
trial composition of employment as well. Finally, the 
fact that job destruction and creation as measured in 
the Business Employment Dynamics data are both at 
low levels seems inconsistent with a major role for any 
form of labor reallocation. Whatever forces are de
pressing hiring at this stage of the business cycle are 
felt across a broad spectrum of industries, occupations, 
and geographic areas. Thus, the lack of more signifi
cant employment growth since the end of the last re
cession remains a puzzle, and economists should 
continue to look for other explanations.35
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NOTES

’See Aaronson, Rissman, and Sullivan (2004), also in this issue, 
for a more extensive discussion of the jobless recovery.

2Bartelsman and Dorns’ (2000) extensive review of recent pro
ductivity studies notes that a large part of aggregate productivity 
growth is due to worker reallocation.

3For estimates of the effects of displacement on individual work
ers’ earnings, see, for example, Jacobson, LaLonde, and Sullivan 
(1993a and 1993b).

Employment in the manufacturing sector has fallen by approxi
mately 15.5 percent since the start of the recession, including a 
9.5 percent fall since the recession ended. This compares with 
declines of 1.8 percent and 0.6 percent, respectively, for the 
economy as a whole.

5The recession of the early 1990s is sometimes referred to as the 
service sector recession, but even in that downturn, manufacturing 
was disproportionately affected. Manufacturing employment fell 
by 3.2 percent, while employment in the nonmanufacturing sectors 
fell by 0.7 percent. During the first two years of that jobless re
covery, total nonmanufacturing employment grew by 1.9 percent 
but manufacturing employment fell by 2.0 percent. Manufacturing 
fared even worse in earlier recessions.

6The 1984 to 1992 surveys ask about the prior five years.

7Aaronson and Sullivan construct annual measures of displace
ment for the period 1984-99. This requires some additional as
sumptions about the rate at which workers “forget” instances of 
displacement. See Aaronson and Sullivan (2003) for more details.

8Foote (1998) constructs data on job creation and destruction for 
the state of Michigan and finds that Davis and Haltiwanger’s con
clusion may not generalize beyond the manufacturing sector. In 
particular, he finds that for industries that are growing as a share 
of employment job creation varies more than destruction over the 
business cycle.

9The finding that the weak employment growth of the recent pe
riod is due more to weak hiring than high levels of layoffs is sup
ported by another new data source, the Job Openings and Labor 
Turnover Survey, which began only in December 2000. These 
data show a fall in hiring and layoffs since that date. On a posi
tive note, hiring rates have improved recently, with the year-over- 
year hiring rate turning positive during fall 2003 for the first time 
since the beginning of the survey.

10To some extent, unusually high unemployment duration over 
the last two years is consistent with increased mismatch. The me
dian spell of unemployment was over ten weeks during much of 
2003, its highest level since 1983. One mitigating factor to the 
matching story is the increased use of the Internet for job search, 
which likely has improved matching efficiency. See Autor (2001) 
for a discussion. However, see Kuhn and Skuterud (2004) for em
pirical evidence to the contrary.

’’Industry employment growth is related to its share of employ
ment by the following mathematical relationship: Aln(s ) =
Aln(eff / e() = gff - g(.

12This measure identifies sectors at the one-digit standard indus
trial classification (SIC) level. There are ten such industries: min
ing; construction; durables manufacturing; nondurables 
manufacturing; transportation and public utilities; finance, insur
ance, and real estate; retail trade; wholesale trade; services; and 
government.

13This description of the reduction in variability has been noted 
by other researchers as well (for example, McConnell and Perez- 
Quiros, 2000, and Stock and Watson, 2003). Stock and Watson 
(2003) note that the standard deviation of the growth rate of GDP, 
averaged over four quarters, was one-third less during 1984 to 
2002 than it was during 1960 to 1983. This decline in volatility is 
widespread across sectors within the U.S. It is also found in the 
other Group of 7 economies, although the timing and details dif
fer from one country to the next.

14Figura (2002) surveys the research and proposes an alternative 
way to measure reallocation, employing the same data that Davis 
and Haltiwanger use to examine job creation and destruction. He 
uses a low-pass filter to identify permanent employment move
ments and concludes that permanent reallocation of jobs across 
plants accounts for about 30 percent of the cyclical fluctuations 
in aggregate employment.

15A Google search of “Groshen and Potter” show well over a 
hundred references to their paper, including the Atlantic Magazine, 
Christian Science Monitor, CNN, The Economist Magazine,
The Times of London, Miami Herald, San Francisco Chronicle, 
Seattle Times, USA Today, Wall Street Journal, Washington Post, 
and the Weekly Standard.

16GP include 67 two-digit SIC private sector industries and three 
government sectors. Private industries excluded from the analysis 
are agricultural production (SIC codes 1 and 2), agricultural ser
vices (7), forestry (8), fishing (9), postal service (43), miscella
neous services not elsewhere classified (89), and nonclassified 
establishments (99). Data from the three government sectors— 
federal, state, and local—are taken from the monthly payroll sur
vey. In earlier years (pre-1988), there are eight fewer industry 
groupings. We have computed versions of the Lilien measure us
ing the set of industries tracked by GP. Qualitatively, the results 
look very similar to those in figure 3. Moreover, computing the 
GP measure using data at the one-digit level of aggregation yields 
results similar to those GP obtain with two-digit disaggregation. 
Thus, the level of disaggregation is not the primary difference be
tween GP’s results and the dispersion-based measures of sectoral 
reallocation that we have previously discussed.

17GP’s measure is actually based on a recession period that starts 
one month after the business cycle peak and an 11 -month post-re- 
cession period that begins the month after the business cycle trough. 
Thus, period r does not include the first month of the recession 
and period e does not include the first month of the expansion.

’Employment is measured at the peak.

19Some reports on their work incorrectly describe their measure 
of the fraction of industries in the structural category as consist
ing entirely of industries that are shrinking in both periods. In 
fact, on average from 1970 to 2003, roughly half of the employ
ment in this category is accounted for by industries in which em
ployment growth is above average in both periods; and growth 
that is positive, but below average, is treated the same as outright 
employment declines.
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20The numbers in table 2 reflect corrections made after the publi
cation of their article. The largest difference between the corrected 
numbers and the numbers actually published in their paper is for 
the 1990-91 recession. As published, the figure for the first job
less recovery was 57 percent, closer to those of early recessions 
than the recession of 2001. In the corrected data, it is much closer 
to the latter. The 2001 figure published in GP is 79 percent, a bit 
higher than the corrected figure of 70 percent reported in table 2.

21It is not immediately obvious how best to compute a “standard 
error” for the GP statistic. We have done some simulations in which 
we generate random data similar to that underlying the GP statistic 
under the assumption that employment growth in the two periods 
is jointly normally distributed with variances and covariances that 
match the actual data. We find that the standard deviation of the 
randomly generated GP statistics is between 8.1 percentage points 
and 9.4 percentage points, depending on the period. Assuming the 
figures for the different periods are independent, the t-statistic for 
a comparison of one of the early recessions to one of the late re
cessions is typically about 2.5. This seems to accord reasonably 
well with the highly informal discussion of this paragraph.

22As noted in footnote 17, GP’s statistic is computed for periods 
that leave out the first month of the recession and recovery.

23The two-thirds figure arises because industry A grows slightly 
less than average during the recession and recovery (quadrant 4) 
and industry C grows slightly faster than average during both pe
riods (quadrant 1), but industry B grows at the average rate in 
both periods. Since they all have equal employment shares, the 
GP statistic is equal to two-thirds.

24The biggest difference is for the 1980-82 combined recession, 
which is the one whose length differs the most from 12 months. 

25Recall that Aln(s7) = - gt.

26In fact, the NBER notes that in defining an expansion or reces
sion it focuses on aggregate economic activity, which is captured 
well by real GDP. However, definitions that emphasize the frac
tion of productive resources that are being used are also valid. 
Such definitions would place more weight on employment num
bers and the unemployment rate and give a different view of the 
current state of the economy.

27The term “comovement” as used here is taken to mean that two 
or more variables move together but not necessarily in the same 
direction.

29Identifying restrictions are needed to obtain estimates. The results 
presented here set the variance of the business cycle shock to 
unity, thereby setting the scale of the measure of the cycle. To set 
the timing of the cycle and its sign, the cycle is assumed to enter 
the durable manufacturing equation only contemporaneously.
All other industries have current and two lags of the cycle in 
their specification. We drop services to avoid the constraint that 
employment shares sum to one. (This is analogous to the dummy 
variable problem.) We also drop mining because it is quite small 
in terms of total share but, due to strike activity, highly volatile. 
To check whether results are dependent upon the use of durable 
manufacturing to determine the timing of the cycle, we carried 
out the same analysis using retail trade instead of durable manu
facturing to identify the cycle. Results were similar. Therefore, 
only results that employ durable manufacturing parameter restric
tions in the identification scheme are reported in the text.

30Although we omitted services from the original estimation pro
cedure, we generated an estimate for services from a linear regres
sion of the same form as for the other industries.

31Generally, <7f+><7*, although it is possible that the opposite oc
curs if, for example, expanding industries have large negative 
shocks and declining industries have large positive ones.

32The smoothed value o*(S) is given by <r* =0.4 * o* +0.3 * ahl + 
0.2*ct*_2+0.1*(T*_3.

33The contraction and expansion quarters are 25 percent and 53 
percent lower in the two most recent recessions. When we take 
into account the lagging nature of this measure, particularly in 
the earlier years, by assigning the first year of expansions as 
contracting periods, the difference between pre- and post-1985 
is roughly 40 in both expansion and contraction periods.

34See, for example, McConnell and Perez-Quiros (2000) and 
Stock and Watson (2003).

35The Aaronson, Rissman, and Sullivan (2004) article, also in 
this issue, briefly reviews some alternative theories of the 
jobless recovery.

28Rissman (1997) provides details.
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Creative destruction in local markets

Jaap H. Abbring and Jeffrey R. Campbell

Introduction and summary
Competition from entrepreneurs with innovative busi
ness strategies continually forces established firms to 
either keep up with their younger counterparts or exit. 
Many firms fail to adapt to new competitive conditions. 
The consequent failure of unprofitable firms and their 
replacement by new firms is a familiar aspect of com
petition. Because a firm’s failure frees the labor and 
capital it employed for use at a more profitable entrant, 
this process may be described as creative destruction. 
Although there are costs associated with creative destruc
tion, such as the lost labor of temporarily unemployed 
workers, it benefits an economy in the long run by mov
ing productive resources into more profitable uses.

If there are no potential rivals to challenge a few 
dominant producers, then creative destruction must 
halt. Indeed, recent history provides many prominent 
examples of large firms that dominate their markets 
without substantial fear of new competition. Such mar
ket dominance can arise by default from the absence 
of potential competitors or from established firms’ efforts 
to discourage entry. Dominant firms might discourage 
the entry of new rivals by building excess capacity to 
commit to fierce price competition or by introducing 
otherwise unprofitable brands to fill product niches. 
If dominant firms routinely deter entry, then the 
economy loses the benefits of creative destruction.

Although firms with market power might have the 
potential to reduce creative destruction, there is little 
systematic evidence that they do so. In this article, we 
examine empirically whether market power is associ
ated with reduced creative destruction, using sales data 
from Texas bars’ and restaurants’ alcohol tax returns. 
Bars and restaurants differ greatly from well-known 
dominant firms in other sectors of the economy, but 
they may dominate their relatively small geographic 
and product niche. Although there are many restau
rants in Houston, the market for a particular variety

of food and drink in a particular neighborhood may be 
small. An advantage of examining creative destruction 
among bars and restaurants is that there are many geo
graphically segmented markets in our sample. Thus, 
we can move past the compilation of anecdotes about 
a small number of very large firms and establish a sta
tistical regularity about a large number of smaller firms.

We group producers into market areas on the basis 
of their locations. These market definitions are undoubt
edly too broad, because they do not incorporate any 
information about the variety and substitutability of 
producers’ products. Hence, we consider the market 
areas in our analysis to be aggregates of markets that 
are smaller but more economically meaningful. For 
example, there might be separate markets for Chinese, 
French, and Italian restaurants in the river-walk area 
of San Antonio. We measure market power using the 
sum of firms’ squared market shares, the Herfmdahl- 
Hirschman Index of sales concentration (HHI). This 
has a desirable aggregation property—if all economi
cally meaningful markets within a market area have 
the same sales, then the market area’s HHI equals the 
markets’ average HHI divided by the number of mar
kets. Thus, although the levels of market areas’ HHIs 
will not reflect the concentration of their constituent 
markets, a comparison of two market areas’ HHIs 
can indicate which of the two has more concentrated 
constituent markets if they have the same number of 
economically meaningful markets.
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Our analysis uses observations from over 400 mar
ket areas. We find that more concentrated market areas, 
in which producers presumably exercise more market 
power, exhibit more creative destruction. That is, the 
hypothesis that producers use their market power to 
stabilize industry structure finds no support from our 
observations. Instead, market power apparently mag
nifies creative destruction. Determining whether this 
magnification is economically beneficial or represen
tative of other industries awaits our future research.

In the next section, we summarize previous research 
related to ours. We then discuss our data source and 
our measures of creative destruction and concentration. 
Following that, we present our analysis of the relation
ship between these two market characteristics.

Related literature
In a market with few substantial competitors, stra

tegic considerations can directly impact the rate of 
creative destruction. Many authors have demonstrat
ed that, in theory, a monopolist may act to prevent its 
replacement by a potential entrant. For example, Dixit 
(1980) showed that an incumbent monopolist might 
invest in excess capacity to deter a potential entrant 
with a credible threat of fierce competition. In general, 
concentration of sales among a few firms may endow 
those firms with the ability to stabilize the industry 
structure in a way that is favorable to them. Gort’s 
(1963) finding that firms in concentrated manufacturing 
industries have relatively stable market shares supports 
this hypothesis. The present article provides additional 
evidence on firms’ ability to suppress creative destruction 
using their market power.

Our research builds upon many previous empirical 
studies that document the relationship between produc
tivity and creative destruction. In the U.S. economy, 
the rate of creative destruction is large. Dunne, Roberts, 
and Samuelson (1988) report that approximately 40 
percent of manufacturing plants operating in a given 
year cease production within five years. A similar num
ber of new plants replace them in that time, so these 
shutdowns are associated with very little net loss of 
manufacturing capacity. Instead, the large rates of 
creative destruction apparently reflect the reallocation 
of capacity to more efficient producers of more desir
able products. Using similar data from four manufac
turing industries, Bartelsman and Dhrymes (1998) 
show that productivity growth at incumbent plants con
tributes very little to aggregate productivity growth. 
Instead, aggregate productivity growth largely reflects 
the replacement of incumbent plants with relatively 
more productive entrants. Campbell (1998) shows 
that drops in the plant failure rate in manufacturing

precede drops in plant entry and aggregate productivity; 
and he builds a competitive model economy in which 
these patterns reflect fluctuations in the quality of the 
ideas embodied in new producers. These and other 
studies point to creative destruction as a vital source 
of productivity growth.

In this article, we measure creative destruction in 
local markets using a panel of Texas bars’ and restau
rants’ March alcohol tax returns. We measure annual 
sales creation as the sum of all sales gains at establish
ments that entered or increased sales over the year. 
Similarly, sales destruction is the sum of all sales losses 
at establishments that exited or decreased sales. The 
sum of the two is sales reallocation, our measure of 
creative destruction. Davis, Haltiwanger, and Schuh 
(1996) (hereafter DHS) developed these measures of 
creative destruction and applied them to job flows with
in the U.S. manufacturing sector. They consistently 
find that job reallocation substantially exceeds manu
facturing’s net job creation. Approximately one in ten 
manufacturing jobs is destroyed each year, and the 
number of jobs created each year nearly equals this, 
resulting in a relatively small annual job loss for the 
sector as a whole.

The bars and restaurants we consider display even 
larger rates of annual sales creation and destruction. 
Our sample covers the period from 1995 through 2001. 
In a typical year, sales destruction accounts for between 
10 percent and 15 percent of total industry sales, and 
sales creation equals over 20 percent of industry sales. 
Hence, Texas bars’ and restaurants’ alcohol sales grew 
between 6 percent and 10 percent per year, while sales 
reallocation always exceeded 30 percent of sales.

Our empirical analysis also follows a great deal 
of work examining how the structure of an industry 
influences the conduct of its producers and its economic 
performance. The studies contained in Weiss (1990) 
exemplify this research, which takes the configuration 
of firms in a market as a measure of its structure and 
uses this to explain variation across markets in firms’ 
prices and profits. The HHI is a common measure of 
market structure in this work. However, it is difficult 
to say unequivocally that a high HHI indicates a lack 
of competition. Peltzman (1977) among others noted 
that a market might be highly concentrated because the 
most efficient firm can charge less than its rivals can for 
the same good. In this case, a high HHI reflects the prop
er operation of competition. Our finding that sales re
allocation is greater in market areas with higher HHIs 
suggests that high concentration does not typically 
arise from the persistent competitive success of one 
or a few firms.
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Bars and restaurants serve local markets. In areas 
with larger populations, more firms can operate and 
break even. Thus, we expect concentration to be high 
in less-populated areas.1 The wide variation in popu
lation density across Texas is an important source of 
variation in market areas’ measured HHIs, so this article 
also builds on previous work that examines the effects 
of changes in population on local service industries. 
Bresnahan and Reiss (1990) examine how the popu
lation of isolated rural towns determines the number 
of active automobile dealers. If incumbent monopo
lists can raise the cost of rivals’ entry, then the lowest 
population that can support two firms should be more 
than twice the population sufficient to induce a firm 
to enter as a monopolist. In fact, their estimates of ri
vals’ entry costs are very close to the entry costs of 
monopolists, indicating little if any entry deterrence. 
Campbell and Hopenhayn (2004) show that larger U.S. 
cities have larger retail producers, including restaurants. 
This is what we expect to see if competitors in large 
markets have little market power, because they must 
sell more at a smaller markup to recover their fixed 
costs. Our results reinforce Bresnahan and Reiss’s 
finding of no entry deterrence, and they also suggest 
that larger markets’ heightened competition leads to 
less creative destruction.

Texas alcohol tax returns

The state of Texas collects a 14 percent tax on the 
sale of alcohol for on-premises consumption. Alcohol 
license holders file monthly tax returns, and the Texas 
Alcoholic Beverage Control Board (TABC) makes 
information on these returns publicly available. For 
each bar or restaurant, this information includes the 
tax paid, its street address and trade name, and separate 
identification numbers for its alcohol license and the 
owner. Using the street addresses and alcohol license 
identification numbers, we have linked the tax returns 
for a given restaurant or bar together to form individual 
establishment histories. Following the standard defi
nition used by the U.S. Census Bureau, we define an 
establishment as a physical location in which alcohol 
is served. Hence, if a restaurant or bar’s owner sells 
it but the new owner continues its operation without 
substantial interruption, tax returns from the previous 
and new owners all belong to the same establishment. 
We refer to this data set as the TABC panel, and we 
explore other features of individual establishments’ 
histories in Abbring and Campbell (2003).

Although we observe the establishments’ sales each 
month, we focus here on annual changes in sales based 
on their March tax returns.2 As we noted above, the 
TABC panel displays substantial creative destruction.

Establishment counts in March 2000

Survivors Death Total

Incumbents 4.990 444 5.434
Births 596 146 742
Total 5.586 590 6.176

Table 1 provides one perspective on the pace of creative 
destruction among the TABC panel’s establishments. 
For March 2000, it reports the number of operating es
tablishments and classifies them according to past and 
future operation. If the establishment paid no tax in the 
previous March, it is a birth. Otherwise, it is an incum
bent. If the establishment pays no tax in the following 
March it is a death, and otherwise it is a survivor.

There were 6,176 establishments filing alcohol 
tax returns in March 2000. Of these, 12 percent did 
not pay tax in the previous March and 9.6 percent did 
not pay tax in the next March. The rate of death among 
those establishments that are births, 19.7 percent, is 
double the overall rate of death. This mimics many 
previous findings from manufacturing industries that 
the likelihood of business failure declines with age.

Births are new establishments that have yet to ac
cumulate either experience or a stable clientele, so we 
expect them to be smaller than the average incumbent.

TABLE 2

Alcohol sales in March 2000

Incumbents Survivors
Median IQR Median IQR

$133,618 $213,457 $136,118 $216,936

Births Deaths
Median IQR Median IQR

$86,775 $171,914 $65,259 $117,914

Similarly, we expect deaths to be less successful and 
smaller than survivors. Table 2 reports the median and 
interquartile range (IQR) of establishments’ March 
alcohol sales for all four groups of establishments. 
Exactly half of the establishments have sales at or 
below the median, and the IQR is defined as the 
length of the interval that excludes the largest and small
est 25 percent of establishments. As such, it measures 
the dispersion of establishments’ sizes. The mean and 
standard deviation, which are more familiar measures 
of central tendency and dispersion, largely reflect the 
sizes of a few very large firms. By construction, the
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median and IQR are invariant to changes in the sizes 
of the largest and smallest firms.

The median incumbent is 54 percent larger than 
the median birth, and the median survivor is more 
than twice as large as the median death. Although 
these differences are expected, their magnitudes are 
large. Because deaths embody business ideas that 
have been tried and shown to be wanting while births 
are largely untested, it is not surprising that the medi
an birth is 35 percent larger than the median death. The 
last notable feature of table 2 is the substantial heter
ogeneity in establishment size. Not all establishments 
are bom equal. The IQR of births’ sales is nearly twice 
the median. The IQR of deaths’ sales is smaller than 
this but still sizable. Incumbents’ IQR is substantially 
larger than that of births, so apparently establishment 
heterogeneity increases as a birth cohort ages. This 
could reflect firm-specific shocks to either cost or the 
popularity of its product variety. In either case, such 
shocks should substantially impact the rate of creative 
destruction.

Although we have focused on the year 2000, the 
features of tables 1 and 2 that we emphasize charac
terize every year of our sample. These are high birth 
and death rates, incumbents and survivors’ large sizes 
relative to births and deaths, and substantial size het
erogeneity that increases as a birth cohort ages.

Measuring creative destruction

Although birth and death rates provide one perspec
tive on creative destruction, they do not capture the 
ongoing reallocation of production among incumbent 
survivors that is concomitant with increasing establish
ment heterogeneity. DHS suggest a simple measure 
of creative destruction based on decomposing the net 
growth of an industry into contributions by growing 
and shrinking firms. Although they apply their meth
odology to observations of establishments’ employ
ment decisions, it can be applied to the sales data we 
have without modification. We begin by measuring 
the growth rate of an industry’s sales between two 
periods as the change in sales divided by the average 
sales in the two periods. If we use to denote total 
industry sales in March of year 7, then this is

NET, =2xS,~S'-' .
s.+s^

Here, we follow Davis, Haltiwanger, and Schuh 
(1996) and refer to this as net sales growth. Similarly, 
the growth rate of an individual establishment is

In this definition i is the index of the establishment, and 
s., is the sales of establishment z in March of year 7.

Standard growth rate measures place either of the 
two periods’ sales in the denominator. Instead, the de
nominators of NET, and g., are the average of the two 
periods’ sales. For values of S, or s„ near zero, this de
viation from the standard definition of a growth rate 
matters little. However, the standard growth rate mea
sures handle establishment births and deaths poorly, 
because their denominators must equal zero in one of 
these two cases. In contrast, g„ is always well defined.
If establishment z is a birth, then s., x = 0 and g„ = 2; 
and if establishment z is a death from year t - 1, then 
s„ = 0 and g„ = -2. Finally, if establishment z is an in
cumbent, then -2 < g„ < 2. We use NET, to measure 
industry growth rates because it equals the size-weighted 
average of g.(, where size is measured with (v( + s„ J/2.

With these definitions in hand, we can decompose 
NET, into the weighted sum of growth rates for all 
establishments that grew or entered minus the weight
ed sum of growth rates for all shrinking and exiting 
establishments.

AE7; = ^w„ xg„ xl{g„ > 0}-£wa x|gjx/{gi( < 0}.
7=1 7=1

Here, N, is the number of establishments that produce 
in March of either 7 or 7 - 1, w. = (v + s.,,) / (S' + S, ) 
is a weight proportional to the average of establish
ment z’s size in the two years, and /{•} is an indicator 
function that equals one if the condition in brackets is 
hue. The first term on the right-hand side is the weighted 
sum of growth rates for all establishments that grew or 
entered between 7 and 7 - 1. Following DHS, we call 
this the sales creation rate and denote it with POS,, 
for “positive.” Similarly, the second term on the right
hand side is minus the weighted sum of growth rates 
for all shrinking or exiting establishments. This is the 
sales destruction rate, and we denote it with NEG, for 
“negative.” With this notation, we can express NET, 
as POS, - NEG,. DHS propose using the sum of the 
sales creation and destruction rates as a measure of 
reallocation. This is SUM, = POS, + NEG,. It is the sum 
of the absolute values of establishments’ growth rates.

If an industry’s establishments are identical and 
remain so always, then SUM, = | NET, | and either 
POS, or NEG, equals zero. With simultaneous birth 
and death and heterogeneity across establishments, 
SUM, will generally exceed |aET(| and both POS,
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TABLE 3

Sales creation, destruction, growth, and reallocation rates

Year POS NEG NET SUM POSB NEGD SUMBD

1995 23.3 19.4 3.9 42.7 14.3 8.9 23.2
1996 22.5 16.7 5.8 39.2 12.9 9.2 22.1
1997 17.3 17.3 0.0 34.6 10.0 6.2 16.1
1998 20.2 14.2 6.0 34.4 10.4 6.1 16.6
1999 21.4 14.6 6.8 36.0 12.1 6.9 18.9
2000 22.9 11.1 11.7 34.0 10.4 4.9 15.3
2001 22.2 11.6 10.5 33.8 10.6 5.6 16.2
Ave rage 21.4 15.0 6.4 36.4 11.5 6.8 18.3

and NEGt will be positive. When applying these defi
nitions to manufacturing establishments’ employment 
changes, DHS found that the rate of job reallocation 
greatly exceeded the rate of job growth’s absolute value, 
even for narrowly defined (four-digit standard indus
trial classification) industries.

By definition, these measurements associate cre
ative destruction with the expansion and contraction of 
individual plants. One might consider a broader defi
nition that also includes the reallocation of sales (or 
jobs) within an establishment. If a shift in sales from 
beer to wine within a given establishment contributes 
to sales reallocation, then these measures miss this and 
underestimate creative destruction. Of course, mea
surement of this definition of sales reallocation is in
feasible with only observations of establishments’ 
total sales. However, previous experience measuring 
creative destruction suggests that adopting this more 
expansive definition of sales reallocation would add 
little to our analysis, even if it were feasible. Using 
Dutch employment data that matches workers to spe
cific jobs, Hamermesh, Hassink, and van Ours (1996) 
find that accounting for simultaneous job creation 
and destruction within employers changes the stan
dard job reallocation measure very little.

Another means of transferring resources between 
producers is the outright sale of entire establishments 
from one producer to another. When constructing es
tablishment histories, we ignore such business transfers, 
so our measures of creative destruction do not reflect 
them. In this respect, our analysis follows DHS and 
others who have largely focused on reallocation be
tween establishments rather than between firms. Our 
reason for doing so is simple: Many apparent busi
ness transfers reflect corporate reorganizations, such 
as the incorporation of a sole proprietorship, which 
has no practical consequences for the establishment’s 
operation. To the extent we ignore economically sig
nificant sales reallocation between firms, our mea
sures understate the true rate of creative destruction.

For each year of our sample excluding the first, 
table 3 reports the rates of sales creation, destruction, 
growth, and reallocation for the state of Texas as a 
whole. In addition, it reports the portion of sales cre
ation due to establishment births, the portion of sales 
destruction accounted for by establishment deaths, 
and the portion of sales reallocation accounted for by 
both births and deaths. We denote these with POSBr 
NEGDt, and SUMBDt. For all of these statistics, the 
table’s final row reports average values across years.

As with DHS’s measures of job reallocation, the 
rates of sales reallocation vastly exceed the net growth 
rate of total industry sales. In 1997, alcohol sales con
tracted very slightly, while the sales creation and de
struction rates both exceeded 17 percent. In the year 
of greatest sales growth, 2000, the sales reallocation 
rate equals nearly three times the rate of sales growth. 
In an average year, the rate of sales reallocation is 
36.4 percent. This greatly exceeds the average job re
allocation rate for the U.S. manufacturing sector mea
sured by DHS, 19.4 percent? A comparison of the 
average values of SUMt with those of SUMBD t indi
cates that establishment births, establishment deaths, 
and the expansion and contraction of surviving incum
bents all contribute substantially to sales reallocation. 
In an average year, births and deaths account for ap
proximately half of sales creation and destruction. Births 
and deaths play a much more prominent role in cre
ative destruction for this industry than they do in the 
U.S. manufacturing sector. DHS report that manufac
turing establishment births account for 15.5 percent 
of annual job creation and manufacturing establish
ment deaths account for 22.9 percent of annual job 
destruction.4 The expansion and contraction of surviv
ing incumbents accounts for the remainder of job re
allocation.

Measures of concentration

We now consider the measurement of concentra
tion in the local markets of our sample. To do so, we
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FIGURE 1

must first define both “concentration” and “market,” 
neither of which is inherently unambiguous.

We consider a market area to be a particular zip 
code, and we measure concentration using both pro
ducers located within that zip code and those located 
nearby. The HHI for a given zip code’s market area 
is constructed using sales of all establishments within 
15 miles. To measure the distance between two zip 
codes, we use location data from the U.S. Census.

Figure 1 illustrates this measurement for an isolated 
city with three market areas, labeled A, B, and C. For 
simplicity, suppose that all of a market area’s producers 
are located at its central point. We suppose that con
sumers are willing to travel no more than J = 7.5 miles 
to consume alcohol, so the circles around each market 
area contain all consumers that could purchase at those 
areas. The circles around A and B intersect, so some 
consumers could purchase in either market area. The 
producers located in B are potential competitors to 
those located in A, so it is appropriate to include them 
in the calculation of the HHI for market area A. For 
the same reason, the producers in B should also be in
cluded when calculating the HHI for market area C. 
Establishments in B face competition from both A and 
C, so all three markets’ producers are included when 
calculating the HHI for market area B.

To summarize, the HHI for a given zip code z in 
year t is

where S_t is the total sales of alcohol at all 
zip codes within 15 miles of z, z. is the 
zip code of establishment z, and z/(z.,z) is 
the distance between that establishment’s 
zip code and z. If the effective radius of 
competition for bars and restaurants is 
more or less than 15 miles, then our mea
sure of the HHI will respectively exceed 
or fall short of the true measure. By con
struction, our measure of the HHI includes 
all establishments that sell alcohol, but 
some of their relevant competitors may 
serve only food and soft beverages. If so, 
then our measure of the HHI overstates 
concentration.

When considering the legality of pro
posed mergers, the Department of Justice 
and the Federal Trade Commission con
sider a market with an HHI less than 1,000 
to be “unconcentrated.” We restrict our 

sample to market areas with average HHI (over the 
years of our sample) less than 1,000, because these 
contain the vast majority of bars and restaurants in 
Texas. Although our sample market areas’ HHIs indi
cate that the markets are very competitive, we have 
not segmented our observations further on the basis 
of cuisine or quality. Hence, we believe that a market 
area’s HHI should be interpreted as merely reflective 
of the HHIs of its more concentrated and economi
cally meaningful constituent markets.

There were 444 zip codes in Texas in which alco
hol was served in every year of our sample with aver
age HHIs below 1,000. In our sample of market areas, 
the median HHI is extremely low, 15, and the inter
quartile range is 40. Hence, most of the market areas 
we consider display very little concentration if they 
are not segmented further on the basis of their prod
uct offerings.

The effects of concentration on creative 
destruction

With our measures of creative destruction and 
concentration in hand, we are now prepared to con
sider the relationship between them. For the 444 zip 
codes in our sample, we tabulated annual sales cre
ation and destruction rates. Their tabulation includes 
only establishments located in that zip code. Figure 2 
plots the averages of these sales creation and destruc
tion rates over time (on the vertical axis) against the
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FIGURE 2

Concentration and sales creation and destruction

logarithm of the zip code’s average HHI. Each circle 
and triangle represent one zip code’s average sales 
creation and destruction rates. To help visualize the 
relationships between these variables, the solid and 
dashed lines plot smoothed versions of the raw sales 
creation and destruction rates.5

Several features of the data immediately stand out 
in figure 2. First and foremost, there is tremendous 
variability of sales creation and destruction rates around 
their smoothed values. This is even after averaging the 
data over seven years, so apparently market-specific 
variables that we do not measure substantially impact 
the pace of sales reallocation. Second, the smoothed 
sales creation and destruction rates change with the HHI 
in very similar ways. The dashed plot of the smoothed 
sales destruction rates is approximately equal to the 
solid plot of the smoothed sales creation rates shifted 
down by 5 percentage points.

Third, sales creation and destruction vary system
atically with the HHI. Increasing the HHI from 0 to 
approximately 100 increases the typical sales creation 
and destruction rates by approximately 5 percentage

points. Although there are relatively few zip codes with 
HHIs greater than 100, it appears that increasing con
centration further decreases these rates. If we measure 
the instability of an industry’s structure with the sales 
reallocation rate, then the most stable industry struc
tures are those with an HHI very close to zero.

Although the smoothed sales creation and destruc
tion rates in figure 2 are suggestive, their patterns may 
simply reflect remaining noise in the data. To measure 
the statistical significance of the relationship, we have 
estimated simple regression equations of the form

v =f (* ,P) +

where y is the relevant sales statistic for market j, x 
is the logarithm of its HHI, u is an error term with an 
average value of zero, and f (x,P) is the average value 
of y given x This depends on the values of several un
known parameters, which we group together and de
note with p. To estimate these parameters using the 
data at hand, we follow the usual least squares proce
dure. That is, we choose P to minimize the sum of
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FIGURE 3

Sales reallocation and its estimated regression function

O Sales reallocation 
— Estimated regression function

the squared differences between y and its predicted 
value,/(x, P).

The simplest way of proceeding is to assume that 
fix, P) = Po + Pfv, so that the predicted values are a lin
ear function of x Figure 2 suggests that such a speci
fication would be inappropriate for our data, because 
the effect of increasing concentration on job creation 
and destruction is apparently small if the HHI is already 
above 100. To evaluate the significance of this devia
tion from a linear regression line, we also estimate a 
regression function created by joining two lines together 
at an HHI of 100. The resulting specification for the 
regression function is

f(xP) = a + 8q.y + 81007{.y > In 100}(v- In 100).

The coefficient §0 gives the function’s slope at the ver
tical axis and the coefficient §100 gives the change in 
its slope as the HHI passes through 100.

Figure 3 plots the markets’ average sales reallo
cation and the estimated regression function against 
the logarithm of the HHI. The relationship between

the HHI and sales reallocation is as figure 2 leads us 
to expect.

For POS, NEG, NET, and SUM, table 4 reports the 
estimated slopes from the linear and piecewise linear 
regression functions. Beneath each slope is its estimated 
standard error.6 By construction, the difference between 
the estimated slopes for POS and NEG equal the cor
responding slopes for NET, while their sums equal those 
for SUM. For each slope, the final column reports the 
number of zip codes with an average HHI that falls into 
the interval over which it applies. For both sets of re
gressions, the table also reports the R2 measure of fit.

Consider first the linear regression function’s es
timates. For POS, NEG, and SUM, the slope estimates 
are positive and greatly exceed their standard errors, 
indicating that they are statistically significant. The 
estimated slope coefficients for POS and NEG both 
equal half of the analogous estimate for SUM, 0.022. 
The regression predicts that the sales reallocation rate 
will equal 36 percent when the HHI is at its sample 
minimum, 6, and that this will rise to 42 percent when 
the HHI equals 100. As figure 2 suggests, the positive
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effect of concentration on sales reallocation increases 
sales creation and destruction equally. Another perspec
tive on the same result is that concentration has no sta
tistically or economically significant effect on sales 
growth.

The piecewise linear regression functions also 
show that sales creation, destruction, and reallocation 
are increasing with the HHI when it is below 100. 
Although the estimated slopes are much greater than 
their linear regression counterparts, their fitted values 
are quite similar. Sales reallocation is predicted to 
equal 35 percent and 46 percent, respectively, when 
the HHI equals 6 and 100. As with the simple linear 
regressions, sales creation and destruction contribute 
equally to the increase in sales growth, so there is 
again no effect on sales growth. For HHIs exceeding 
100, the estimated slopes for sales creation and real- 
location are negative and highly statistically signifi
cant. The estimated slope for sales destruction is also 
negative, but its magnitude is only half that of sales 
creation’s slope and it is not statistically significant.
A simple consequence of this is that the estimate of

TABLE 4

Regression slopes

Interval POS NEG NET SUM N

0<HHI<1.000 0.011
(0.003)

Estimated slopes
0.011 0.001
(0.002) (0.002)

0.022 444
(0.004)

0.02
Regression R2

0.02 0.00 0.02

Estimated slopes
0<HHI<100 0.023

(0.003)
0.018

(0.003)
0.005

(0.003)
0.041

(0.005)
384

100<HHI<l,000 -0.031 -0.014 -0.017 -0.045 60
(0.009) (0.009) (0.007) (0.016)

Regression R2
0.04 0.03 0.00 0.04

concentration’s effect on net sales growth is negative 
and statistically significant. Apparently, increases in 
concentration that push the HHI above 100 either have 
no effect or a negative effect on creative destruction.

If the number of economically meaningful mar
kets in a market area is 20 or more, then an HHI of 
500 would correspond to all markets being served by 
monopolies. With an HHI of 1,000, half of the poten
tial markets would have no active firms. Thus, the be
havior of the estimated regression function may reflect 
changes of creative destruction within markets, as

well as changes in the number of active markets. For 
this reason, we prefer to emphasize the positive effect 
of concentration on creative destruction for market 
areas with HHIs below 100.

To better understand the sources of the estimated 
relationship between concentration and creative destmc- 
tion, we have also examined two decompositions of 
sales reallocation. The first separates sales reallocation 
due to births and deaths from that due to surviving 
incumbents, and the second divides sales reallocation 
into the portions due to establishments owned by small 
and large firms. We follow Dunne, Roberts, and 
Samuelson (1988) and DHS and define a small firm 
as one that controls a single establishment. Large firms 
control two or more establishments. With both of these 
decompositions, we estimate the same regression models 
as above using sales reallocation’s components as the 
dependent variables. With either decomposition, the 
two components’ estimated slopes must sum to the 
slope estimated for all sales reallocation.

Table 5 reports the estimated slopes and their stan
dard errors for these two decompositions of sales re

allocation. For reference, its first column 
repeats the estimates of the slopes of 
SUM's regression function. Consider first 
the portion of SUM due to births and 
deaths. If the HHI is less than 100, then 
changes in births and deaths account for 
approximately half of the response of SUM 
to an increase in the HHI. The effect on 
births and deaths of further increasing the 
HHI is large, -0.018, but imprecisely es
timated. The effect on surviving incum
bents is much larger, -0.027, and it is 
statistically significant. Next, we turn to 
the second decomposition of SUM. If the 
HHI is less than 100, small firms account 
for nearly all of the response of SUM to a 
change in the HHI. For more concentrat
ed markets, the point estimates indicate 
that establishments owned by small and 
large firms contribute equally to the de

crease in SUM. The simple linear regressions’ estimated 
slopes qualitatively resemble those from the piecewise 
linear regressions when the HHI is below 100. To sum
marize, the positive effect of concentration on creative 
destruction that we emphasize apparently reflects the 
expansion and contraction of establishments owned 
by small firms at all stages of their lives.

Robustness
To ensure that our results do not merely reflect the 

exclusion of relevant variables from the regressions,
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TABLE 5

Regression slopes for sales reallocation and its components

Interval All
Births and 

deaths
Surviving

incumbents Small firms Large firms

0<HHI<1.000 0.022
(0.004)

0.012
(0.003)

0.011
(0.002)

0.021
(0.004)

0.001
(0.002)

0<HHI<100 0.041
(0.005)

0.020
(0.004)

0.021
(0.003)

0.034
(0.006)

0.007
(0.004)

100<HHI<1.000 -0.045
(0.016)

-0.018
(0.016)

-0.027
(0.007)

-0.024
(0.011)

-0.022
(0.008)

we have also estimated two related specifications, 
which include additional industry characteristics. In 
one, we included the average sales growth of alcohol 
sales within 15 miles of the zip code. This accounts 
for the possibility that market areas with fast growth 
systematically display more or less creative destruction. 
Increases in this growth rate tend to increase sales cre
ation and decrease sales destruction by equal amounts, 
so it has no substantial impact on sales reallocation. 
In the second, we included the fraction of the market’s 
establishments that present themselves to the public as 
bars.7 Increasing bars’ market share tends to increase 
sales creation, destruction, and reallocation. This is 
particularly the case for sales reallocation due to births 
and deaths. However, none of the coefficients in tables 
4 and 5 substantially change after including either of 
these two variables in the regressions.

For our final robustness check, we allowed the 
regressions’ intercepts to vary across the counties. In 
this way, we allow for the effects of variation in counties’ 
permissiveness towards alcohol consumption. The 
estimated slopes entirely reflect variation across zip 
codes in the same county. Our 444 zip codes are in 
44 counties. Ten of these counties contain a single zip 
code in our sample, and so their observations contribute 
nothing to our estimates. For the simple linear regression 
estimates, the estimated coefficients are somewhat larger 
than those reported in table 4, but the pattern of signif
icance is unchanged. For the piecewise linear regression 
functions, the slopes for low concentration levels are 
again somewhat greater. The regression functions’ 
slopes when the HHI exceeds 100 are much smaller 
than those reported in table 4, and they are not statis
tically significant. The associated confidence intervals 
are wide enough to encompass regression functions with 
zero slopes and with constant slopes, so it is difficult 
to characterize the slopes precisely. Nevertheless, the 
results reinforce our decision to emphasize the positive

relationship between concentration and creative de
struction evident across market areas with lower val
ues of concentration.

Conclusion

In this article, we have considered the empirical 
relationship between market concentration, measured 
with the HHI, and creative destruction, measured with 
sales creation, destruction, and reallocation. We find 
that increasing a market area’s concentration increases 
creative destruction. Thus, more concentrated market 
structures are the least stable in our dataset. Greater 
concentration primarily increases creative destruction 
among small firms, but it confers no apparent stabili
zation to their large competitors. This leads us to ques
tion oligopoly theory and competition policy based 
on the premise that market power confers the ability 
to stabilize an industry’s structure.

Our findings call for further empirical and theoreti
cal research on this topic. The outstanding empirical 
question is whether our results also characterize oth
er retail and service industries or bars and restaurants 
in other states. The theoretical questions concern the 
structural origins of our findings. Decreasing concen
tration apparently decreases producer turnover. That is, 
competition endogenously creates “barriers to entry.” 
We wish to determine whether this might reflect firms’ 
strategic choices. Existing theories of creative destruction 
in competitive industries, such as Hopenhayn’s (1992) 
and Fishman and Rob’s (2003), are silent about the 
relationship between concentration and creative de
struction. By their nature, models of perfectly compet
itive creative destruction assume that firms compete 
anonymously. We believe that the reconciliation of 
these theories with our observations will require drop
ping the anonymity assumption and instead explicitly 
modeling firms’ strategic interactions.
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NOTES

’Geographic variation in population density is not the only source 
of variation in concentration. If the diversity of tastes varies across 
local markets, then markets with a more diverse population may 
have a lower measured concentration because they demand a simi
lar diversity of restaurants and bars. Additionally, many Texas 
counties are either “dry,” prohibiting the retail sale of alcohol or 
“partially wet,” prohibiting it in some areas or for some beverages. 
Whether a market area is partially wet or located near a partially 
wet or dry area can clearly influence concentration.

2By using the March tax return, we enhance the comparability of 
our results with those based on Economic Census records of mid- 
March employment, such as the County Business Patterns.

3See table 2.1 of DHS.

4See figure 2.3 of DHS.

5If and x. denote the average sales creation or destruction rate 
for market j and the logarithm of its HHI, then the smoothed series 
is defined as the estimated intercept from the regression equation 
y} = a + + ef The estimation uses only the 10 percent of sample

markets with HHIs closest to market j’s and each market receives 
a weight proportional to the absolute difference between its HHI 
and markety’s. These local predictions use only a small portion of 
the data and they display considerably more variance than ordi
nary linear regression estimates. The considerable variation of the 
local predictions for HHIs below 100 reflects this variance.

6We follow Conley (1999) and calculate standard errors that account 
for a systematic relationship between the variance of the regression 
function’s disturbance term and the HHI (heteroskedaticity) and for 
correlation between the error terms of markets that are geographically 
close to one another (spatial correlation). Conley’s (1999) estima
tor requires a choice of distance such that the regression function’s 
disturbances from two markets farther apart than that distance are 
assumed to be uncorrelated. We chose 15 miles. These estimated 
standard errors are uniformly lower than those calculated under 
the assumption of uncorrelated disturbances across markets.

7To measure this, we follow Abbring and Campbell (2003) and ex
amine the establishment’s trade name for the presence of several 
words that indicate an emphasis on alcohol consumption and for 
the absence of several words that indicate substantial food service.
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